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Abstract

The diffusion of new general purpose technologies transform innovation and growth. I study
the drivers and consequences of technology diffusion using an endogenous growth model of
firm-level innovation and technology adoption. The central mechanism in the model is that
knowledge embodied in firms is more complementary to innovations by other firms using the
same technology. Firms produce and innovative using either an old or new technology. Firms
hire researchers to improve products or to adopt by learning to apply the new technology to
existing products. Adoption benefits firms by directly increasing productivity and competition
faced from other firms. Using patent citation links, I construct a new measure of information-
communication technology (ICT) related patents that accounts for the application of ICT
to new innovations. Empirically, I document that firm-level patent quality and productivity
growth increase after firms start to issue ICT-related patents. Using this new measure, I
calibrate the model to match empirical features of ICT diffusion. There are three key results.
First, diffusion consists of an early phase where firms adopt the new technology directly and
a late phase where previous adopters expand relative to non-adopters. Second, productivity
growth declines by 10-15% following the introduction of the new technology, despite an increase
in long-run growth. This is driven by low complementarities between embodied knowledge and
innovations. Third, policies designed to aid diffusion can unintentionally misallocate resources,
prolonging the period of low growth.
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1 Introduction

Economic development has featured several major technological inventions that have transformed
the economy. These inventions are referred to as general purpose technologies (GPTs) and include
electricity, computers and, perhaps in the near future, artificial intelligence.1 GPTs drive future
growth through their own scope for improvement and broad applications throughout the economy
(Bresnahan and Trajtenberg, 1995). Despite their importance, the diffusion of each of these tech-
nologies lasted several decades during which successful adopters found the right applications and
failing firms were pushed out of the market. These periods of gradual diffusion also coincided with
prolonged periods of slow growth (Jovanovic and Rousseau, 2005). This leads to the questions:
(1) which firms drive the diffusion of new technologies? and (2) how does the diffusion of new
technologies affect growth?

To answer these questions, I develop a quantitative theory of the diffusion of new GPTs. I
apply this theory to the diffusion of a recent GPT, information-communication technologies (ICT).
ICT is the ideal technology to examine because of the breadth of its applications throughout the
economy. Additionally, the long-run growth consequences of ICT are unclear and debated (Solow,
1987; Brynjolfsson and Hitt, 2000; Gordon, 2000; Oliner and Sichel, 2000; Acemoglu et al., 2014). I
show that the diffusion of ICT is composed of two phases. An early phase in which direct adoption
by firms is the primary driver and a late phase in which expansion by previous adopters is the
primary driver. I contribute to the debate on the growth consequences of ICT by showing that
the diffusion of GPTs can lead to prolonged periods of slow growth, even if they increase long-run
growth.

I develop a model of endogenous growth that bridges the innovation and technology adoption
literatures. The innovation side of the model builds on the creative destruction framework of Klette
and Kortum (2004). Firms add new products to their portfolio by hiring researchers to innovate
on existing products produced by other firms. Innovations results in knowledge spillovers as it
improves the distribution of product qualities, making future innovation more productive. However,
innovations also results in competitive spillovers as it displaced the incumbent producer of the
product, making firms less valuable. The adoption side extends this framework to include technology
upgrading of the innovative process. Specifically, firms hire researchers to learn to apply the new
technology to their products and innovation process. Additionally, the model features heterogeneity
in the innovative productivity of firms (Acemoglu et al., 2015) and innovation can be directed either
internally or externally to the knowledge of the firm (Akcigit and Kerr, 2018). Aggregate growth
is determined by the allocation of researchers across different R&D activities and different types of
firms.

Technology affects innovative dynamics through two channels. First, the technology used by firms
determines the relative costs and benefits associated with innovation – the production function of

1For example, Cockburn et al. (2018) examine AI as a method of invention and general purpose technology.
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ideas. Second, the technology used by firms affects both types of spillovers. Firms are relatively
more likely to build on products of (knowledge spillover) and displace (competitive spillover) other
firms using the same technology. This creates incomplete spillovers as knowledge embodied in a
firm’s products is less complementary to future innovations by firms using the other technology.
Technology-dependent spillovers are a key feature of the model that differs from standard models
(such as Klette and Kortum, 2004) where knowledge spillovers benefit firms uniformly.

I apply the model to analyze the diffusion of ICT by innovative US firms. The main challenge
in the data is to identify which patents are related to ICT. Existing technology classes tend to be
narrowly defined based on the product market of the associated invention. A key feature of GPTs
is their applicability to inventions across sectors (Griliches, 1957; Jovanovic and Rousseau, 2005)
implying that only looking at a particular technology class does not accurately reflect the breadth
of ICT. My contribution is to provide a measure of ICT usage that accounts for the application
of ICT to other areas. I construct this measure using citation links between patents. Specifically, I
take all patents within the Computers & Communication technology class to be ICT patents with
distance zero. The set of distance one patents are patents that cite distance zero patents. Iterating
on this process provides a distance for each patent to the Computers & Communication class. Then,
I construct the set of ICT-related patents as patents within three citations links of the Computers
& Communication class. The advantage of this measure is that it captures the broad applications
of ICT in the economy while maintaining the micro-nature of the patent data.

Based on my measure, ICT-related patents rise from 5% in 1976 to 75% by 2006 compared with
a rise from 5% to 25% in the Computers & Communication class. Diffusion is disproportionately
driven by new patenters and young firms, which are more likely to issue ICT-related patents. To
validate the measure, I examine whether firm characteristics change following adoption, taken as
the year that a firm begins to issue ICT-related patents. First, the quality of patents (measured
by citations) issued by firms increases following adoption relative to other patents within the same
technology class and year. Second, using linked Compustat data, firm productivity growth increases
to over double its original value in the three years following adoption.

The transition path generated following the introduction of a new technology is calibrated to
match ICT diffusion in the data. The key moments are: the relative fraction of ICT-related patents
issued each year, which disciplines the cost of adopting the new technology; the bibliographies of
each type of patent, which disciplines the spillovers between technology groups; and the relative
innovation dynamics of adopting and non-adopting firms, which disciplines the production functions
of new innovations. The calibrated parameters highlight an important asymmetry in spillovers
between the new and old technologies. Innovations with the new technology tend to build more on
the old technology than the reverse. This implies early adopters are rewarded with lower competition
while later in the transition firms using the old technology are not similarly rewarded.

The calibrated model provides an environment to study the consequences and drivers of ICT
diffusion. First, I examine which firms drive the diffusion of the new technology (ICT). Incumbent
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firms directly adopt by hiring researchers to learn how to implement the new technology, which
accounts for 20% of cumulative diffusion the new technology. Entrants are comparatively more likely
to enter using the technology, which accounts for only 9% of cumulative diffusion. Finally, existing
users of the new technology innovate pushing non-adopters out of the market, which accounts for
the remaining 71% of cumulative diffusion. However, the cumulative breakdown ignores a change
in the relative importance of different channels over the transition. The early phase (1970-1990) of
diffusion is primarily driven by direct adoption while the late phase (1990 and after) of diffusion is
driven by expansion of previous adopters. Both phases are driven by the actions of a small subset
of highly innovative firms.

Second, I examine the consequences of the new technology for innovation and growth. The
quantitative model shows that the introduction of the new technology (ICT) causes a prolonged
period of slow growth. The growth rate falls throughout the 1970s and 1980s by around 10-15%
of its initial value of 2.0% and then begins to recover in the mid-1990s converging to 2.2% in the
long-run. Overall, welfare is improved as the long-run increase outweighs the temporary growth
slowdown.

The growth pattern is explained by the allocation of researchers across R&D activities. Firms
invest in adoption primarily because of indirect benefits from reducing competition, crowding out
higher growth R&D activities.2 Indirect benefits are highest early on when the new technology
is not widely used and so adopting firms face little competition. Additionally, firms invest less
in innovation R&D because incomplete spillovers across technologies lowers the productivity of
this R&D activity. Incomplete spillovers are strongest when both technologies are used in similar
proportions, explaining the timing of the decline and recovery in growth along the transition path.
Growth falls initially as the new technology is initially adopted making innovation R&D by old
technology firms less productive. Growth then starts to recovers as the new technology becomes
widely used allowing new technology firms to invest in innovation R&D more productively. These
forces are quantitatively large enough to outweigh the productivity benefits of adopting and the
higher innovative capacity of the new technology.

Four counterfactual experiments examine the implications for policy. The first experiment exam-
ines the consequences of lower entry for the diffusion of new technologies. This relates the decline in
business dynamism and a concern that it will lower the adaptability of the economy to new oppor-
tunities (Decker et al., 2014). The experiment highlights the importance of entrants for improving
the firm type distribution, which benefits diffusion and growth. Mechanically, entry brings high
innovate type firms into the economy and pushes low innovative types out of the economy. This
amplifies the importance of entry as it indirectly contributes to other channels of diffusion. The sec-
ond experiment examines the consequences of R&D subsidies to “high-tech” firms, defined as firms

2To illustrate this mechanism, imagine that the productivity gain associated with adoption is zero, but the indirect
effect from lowered competition is still positive. This implies that firms invest in adoption causing researchers to be
reallocated away from other forms of R&D that increase productivity. The aggregate growth rate must then fall as
fewer researchers are being used to improve productivity.
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using the new technology. The subsidy shortens the transition path because new technology firms
invest more in innovation. This results in growth slowing more rapidly early on, but also recovering
earlier. Long-run welfare can be increased by implementing a 14% subsidy to high-tech firms. The
third experiment examines policies that encourage small or low-innovative firms to adopt the new
technology. R&D expenditures are subsidized at the firm-level such that all firms invest equally
in R&D. The subsidies misallocates resources causing lower growth in the BGP and prolonging
the low-growth transition period. The fourth experiment examines increasing spillovers to the new
technology by making it easier for new technology firms to displace old technology firms. This could
include policies related to either protecting declining industries or enforcing property rights. In-
creasing spillovers to the new technology shortens the transition period and increases welfare while
increasing spillovers to the old technology lengthens the transition period and decreases welfare.
However, in the short-run increasing spillovers to the old technology looks attractive as the drop in
growth is not as severe as in the baseline economy.

Taken together, the results suggest that knowing which firms drive diffusion is important for
understanding how new technologies diffuse and implementing policy. The policy analysis cautions
against policies that unintentionally cause resources to be misallocated across firms or R&D activ-
ities. The results also suggest that slow growth is a natural consequence of technological diffusion.
Policies can shorten periods of slow growth by encouraging R&D that increases diffusion (e.g. sub-
sidies) or increasing the flow of knowledge between technologies (e.g. spillovers). Policies designed
to shorten the diffusion period can improve welfare, even if they result in a more severe initial drop
in the growth rate.

Related Literature My paper contributes to three broad literatures. First, my paper is related
to the endogenous growth literature. See Romer (1990), Aghion and Howitt (1992) or Grossman
and Helpman (1991) for early contributions. Klette and Kortum (2004) extend the endogenous
growth framework to include innovation by heterogeneous firms, which has been applied to examine
firm-level dynamics and innovation policies (Lentz and Mortensen, 2008; Garcia-Macia et al., 2016;
Acemoglu et al., 2015). A novel feature of my model is the inclusion of multiple technologies, which
changes knowledge and competitive spillovers between firms. In this regard, the closest paper is by
Acemoglu et al. (2016), who study the role of policy for encouraging green technologies. My model
differs by allowing for direct adoption by incumbent firms and allowing innovations asymmetries
by technology. These differences allow me to quantify the importance of incumbent adopters and
innovative changes of new GPTs. Other papers study multiple channels of innovation and diffusion
theoretically (e.g. Jovanovic and MacDonald, 1994; Benhabib et al., 2018) and quantitatively. To
my knowledge, my paper is the first to simultaneously include adoption, entry and expansion by
previous adopters as channels of technology diffusion and to quantify their relative importance.

Second, my paper is related to the literature studying the determinants of technology adoption
(Caselli and Coleman, 2001; Comin and Hobijn, 2004, 2010; Comin and Mestieri, 2018; Ayerst,
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2016; Chen, 2018). Because of data availability, this literature largely focuses on either firm-level
surveys covering a small subset of the economy or on aggregated measures of technology stock (e.g.
computer stocks) to measure diffusion. My contribution is to provide a measure that can marry
the two approaches. Patent data captures the full distribution of innovations in the US economy
while allowing for analysis of both the micro- and macro-level margins of diffusion. Additionally, the
micro nature of the data allows me to examine other margins of diffusion beyond direct adoption
by incumbents, which are quantitatively important.

Third, my paper is related to the literature on the consequences of ICT and other GPTs (e.g.
Brynjolfsson and Hitt, 2000; Oliner and Sichel, 2000; Gordon, 2000). I examine ICT diffusion through
innovations (patents), which differs from most other studies that focus on equipment. Baslandze
(2018) also uses patent data to study the consequences of ICT for expanding the interconnectedness
of innovations. My paper differs by studying diffusion as an endogenous consequence of firm-level
decisions. This allows me to examine the drivers of diffusion as well as the role of resource allocation
across heterogeneous firms. Hornstein and Krusell (1996) and Yorukoglu (1998) explain the growth
slowdown following the introduction of ICT as resulting from the benefits of ICT not being immedi-
ately observed. This may occur either because of learning-by-doing frictions that delay the benefits
or because the value of the technology is mismeasured. I provide a different explanation that relies
on the reallocation of resources across different firms and innovative activities. Along similar lines,
Segerstrom (2000) examines how the reallocation of labour between R&D and production can lead
to lower growth in the short-run.

Finally, the policy counterfactual experiments relates to a literature on the dynamic consequences
of resource misallocation.3 A central theme in these experiments is the importance of resource
allocation across heterogeneous firms. The main insight that I provide is that misallocation can
be additionally damaging because it makes the economy less adaptable to new technologies and
prolongs costly transition periods.

Outline The remainder of this paper is organized as follows. Section 2 presents the model. Section
3 presents an overview of the data used as well as the main empirical results. Section 4 presents the
calibration strategy and the estimated parameters. Section 5 presents the quantitative results. Sec-
tion 6 considers the robustness of the results to changes in the underlying moments and extensions
to the framework. Section 7 concludes.

2 Model

I develop a general equilibrium endogenous growth model to study the diffusion of new (general pur-
pose) technologies. The model extends the Schumpeterian growth framework (Klette and Kortum,

3See, for example work by Hsieh and Klenow (2014); Ayerst (2016); Bento and Restuccia (2017); Chen (2018).
Restuccia and Rogerson (2017) provide a review of the misallocation literature.
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2004) to include multiple technology classes with the key feature being that technology determines
the innovation dynamics of firms.

The economy consists of a representative household whose members are employed as either
workers in the production of goods or as researchers in firm R&D activities. Products can potentially
be produced by multiple firms that compete in Bertrand competition. These firms hire worker to
produce good and researchers to innovate on products or adopt the new technology.

2.1 Preferences and Production

Households The economy is populated by a unit mass of workers and a mass S of researchers.
Preferences are described by

U([Ct]∞t=0) =
∫ ∞

0
exp{−ρt} log(Ct)dt

where Ct is the consumption of the final good in period t. Each member of the household is allocated
one unit of labour which they supply inelastically as either a worker or researcher.

Final Good The consumption good is produced by a representative producer using labour and
a continuum of differentiated intermediate goods j ∈ [0, 1] as inputs. The production function is
given by:

Yt = Lβt
1− β

∫ 1

0
qt(j)βyt(j)1−βdj, (1)

where Lt is labour employed in the production of the final good; qt(j) is the quality of intermediate
good j; and yt(j) is the quantity of intermediate good j. The final good is used only for household
consumption, such that the resource constraint is Ct ≤ Yt.

Firms Production of intermediate good j is linear in labour and given by

yt(j) = q̄t`t(j) (2)

where q̄t =
∫ 1

0 qt(j)dt is the average quality in period t; and `t(j) is the amount of labour used in
the production of good j.

Intermediate goods are produced by heterogeneous firms denoted by f . A firm f is described
by: (1) the set of goods produced by the firm Jf = {j1, j2, ..., jnf}; (2) the quality of the goods
Qf = {qj|j ∈ Jf}; (3) the innovative type of the firm θf ∈ Θ; and (4) the technology class
κf ∈ {T,M}. For notational convenience, I drop the f subscript when it does not create confusion.

The innovative type θ and the technology class κ of firms do not directly affect the production of
goods, but instead determine the research capabilities of firms (discussed in the next section). The
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technology class κ indicates whether the firm innovates using the traditional technology T or the
modern technology M and is determined endogenously through firm decisions. Traditional firms
can adopt the modern technology through R&D, but not the other way around.

The innovative type θ of firms takes H possible discrete values Θ = {θ1, θ2, ..., θH}. Firms enter
as the highest innovative type θH and exogenously transition to other types over time. A firm with
type θh transitions to higher innovative types θh+1 with probability γu and to lower innovative types
θh−1 with probability γd, with the exceptions of θ1 and θH that can only transition up and down.
The probability of a firm remaining the same type is 1−γd−γu. The transition matrix is described
by:

Γ =


1− γu γu 0 0 0 0
γd 1− γd − γu γu 0 . .

0 . . . . .

. . . . γd 1− γd

 .

In the quantitative analysis, the innovative type θ is calibrated to match the relationship between
firm age and innovativeness. Given the interpretation of age, I assume that γu < γd such that
firms will tend to move to lower innovative types over time. The assumptions on the structure
of innovative types follows from empirical evidence showing that young firms tend to be more
innovative (Haltiwanger et al., 2013; Acemoglu et al., 2015). The relationship between age and
adoption is explored empirically in Section 3.

2.2 Innovation and Adoption R&D

Firms innovate on products to increase profitability. The adoption of the modern technology affects
the firm directly through an increase in the quality of existing products and indirectly through how
the firm innovates and interacts with other innovating firms. I now describe the four types of R&D
in the economy.

Internal R&D Internal innovations improve the quality of products qj produced by the inno-
vating firm (j ∈ Jf ). If the firm is unsuccessful, the quality of the product remains the same. If
the firm is successful, the quality of the product becomes (1 + λi(κ))qt(j) where λi(κ) > 0 is a
technology-specific parameter that determines step size of internal innovation.

For each product a firm owns j ∈ Jf , it chooses a probability zi(j) of success by hiring researchers:

si(zi(j), qt(j), q̄t) = ψi(κ)zi(j)ζi
(
qt(j)
q̄t

)
,

where parameters ψi(κ) > 0 and ζi > 1 are the level and curvature of costs associated with internal
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innovation.4 The convexity of the cost function captures that to increase the probability of successful
innovation on a product, the firm must hire an increasing number of researchers. The term qt(j)

q̄t

captures that products further from the frontier are easier to improve because they benefit from
previous innovations.

External R&D External innovations add new products to the innovating firm’s portfolio. Ex-
ternal innovation cannot be directed towards a specific product and the relative benefits depend on
the distribution of technologies across firms

Similar to internal innovation, firms choose a probability Zx of success by hiring researchers:

sx(zx) = ψx(κ, θ)Zζx
x n

1−ζx ,

where ψx(κ, θ) > 0 and ζx > 1 determine the level and curvature of the cost function. To simplify
notation, define zx = Zx/n as external innovation intensity. The cost of external R&D depends on
the firms type (κ, θ) with some firm types (e.g. young, modern firms) being comparatively better
at external R&D.

Successful external innovation improves on a current product j by an increment λq̄t. The im-
provement λ is drawn from a Pareto distribution. Moreover, firms pay a productivity cost bκq̄t when
they innovate on products that are produced using the other technology – i.e. if j 6∈ J (κ) where
J (κ) is the set of products produced with technology κ.5 This captures the idea that innovations
are not perfectly transferable across technology classes. The innovating firm is unable to perfectly
replicate the past innovations embodied in the incumbent firm’s product. Instead, the firm must
develop alternative methods resulting in a productivity loss of bκq̄t.

The quality of product j following a successful external innovation is given by

q′t(j) =

 qt(j) + λq̄t if j ∈ J (κ)
qt(j) + (λ− bκ)q̄t if j 6∈ J (κ)

where q′t(j) denotes the quality of the product produced by the innovative firm. If bκ > λ then the
innovating firm is unable to become the leading-edge producer of product j and so the innovation
fails. Let αx(κ) be the probability that a firm using the κ-type technology displaces a firm using the
non-κ-type technology. Then, the external innovation process can be summarized by the probability
αx(κ) and the average step size of innovations λx.

4Alternatively, the problem of the firm can be rewritten in terms of the firms choice of researchers si(j) as

zi(j) =
(

1
ψi(κ)

q̄t
qt(j)

) 1
ζi
si(j)

1
ζi .

5To simplify the state space, I assume that the blueprints for previous products are “forgotten” such that they do
not affect future innovation. This implies that the success of external innovation only depends on current products.
This assumption differs from Acemoglu et al. (2016) who allow for the success of external innovation to depend on
the quality of previous innovations. This simplification allows me to include more heterogeneity in the innovation
processes of the two technologies, which is important in the quantitative analysis.
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At the aggregate-level, αx(κ) captures the transferability of knowledge between firms using dif-
ferent technologies. If αx(κ) = 0 then firms innovate independently from firms using different
technologies. On the other hand, if αx(κ) = 1 then technology is freely transferable between the
two technologies. In this regard, αx(κ) can be considered as a measure of technological differences.

Adoption R&D Successful adoption switches the firm to the modern technology and improves
the quality of all products produced by the adopting firm. Firms choose their probability za of
successful adoption by hiring researchers:

sa(za, q̃, θ) = ψa(θ)zζaa
(
q̃

q̄

)
,

where q̃f,t = ∑
j∈Jf qt(j) is the total quality of product lines owned by firm f ; and ψa(θ) > 0, ζa > 1

are cost function parameters. The assumption that the cost of adoption scales with q̃f implies
that more complicated firms find it relatively more difficult to adopt new technologies. Similar
to external innovation, the cost of adoption R&D depends on the firms innovative type θ. In the
empirical analysis I examine the relationship between age (as a proxy for θ) and the likelihood of
adoption. Intuitively, the cost of adoption may be expected to be increasing with age if older firms
tend to be more resistant to change or decreasing with age if older firms can draw from previous
experiences.

Successful adoption of the modern technology changes the firm’s technology κ from T to M and
improves the quality of all products the firm produces (j ∈ Jf ) by a step size λaq̄j(t). The parameter
λa can be viewed as a reduced form of any direct benefits from adoption. For example, λa would
include increases in productivity, demand, or a fall in communication costs.

Adoption follows a two-stage process. The first stage, described above, involves firms hiring
researchers to adopt the modern technology. The second stage occurs after a firm successfully
adopts the modern technology. The adopter pays a monopolist an adjustment cost pa to restructure
its equipment. Intuitively, the idea is that once a firm learns to use the new technology, it needs to
restructure to implement the technology. If the firm does not restructure, it pays a flow cost ϕq̃f ,
which captures the loss in productivity from the incompatibility between the firm’s structure and
products. Households own the monopolist and the marginal cost of adjustment is set to zero.

Entry R&D Entry occurs through successful research efforts to innovate on existing products.
Potential entrants choose the probability of entry ze by hiring researchers:

se(ze) = ψeze.

A successful entrant draws a product j ∈ [0, 1] at random. Next, the technology type of the entrant
is determined. With probability αe ≥ 0 the entrant converts the existing product to the modernM -
type technology if it is currently produced using the traditional T -type technology. Note that if the
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product is already produced with the M -type technology the entrant continues to use the M -type
technology. When a entrant converts from a traditional to a modern product the quality increases
by an additional λa. This captures the inherent value of applying the modern technology to the
product. With probability 1− αe the entrant uses the same technology as the incumbent producer
of the product. Finally, the innovation step size λ is drawn from the distribution Hκ depending on
the technology κ of the entering firm.

The structure implies that more entrants use the modern technology than incumbents if αe > 0.
In this regard, the parameter αe can be thought of as the comparative advantage of entrants at
adopting new technologies compared to incumbents. This prediction of the model is examined
empirically in Section 3.

Technological Frontier Denote the set of products produced by technology κ and innovative
θ-type firms as Jt(κ, θ). The quality index of products produced by (κ, θ)-type firms is defined as

q̄t(κ, θ) =
∫ 1

0
1j∈Jt(κ,θ)qt(j)dj,

where 1j∈Jt(κ,θ) has value 1 if j ∈ Jt(κ, θ) and value 0 otherwise. Based on the above definition, the
average quality of products in the economy is given by q̄t = ∑

θ

∑
κ q̄t(κ, θ). The mass of (κ, θ)-type

products is defined as

ft(κ, θ) =
∫ 1

0
1j∈Jt(κ,θ)dj.

I denote the marginal distribution of products across technologies as ft(κ) = ∑
θ ft(κ, θ). The

evolution of ft(κ) is a key variable of interest as it measures the number of products produced by
firms using the technology κ, which determines how important the technology κ is for production
in the economy.

The aggregate states in the economy is the set of products produced by (κ, θ)-type firms Jt(κ, θ)
and the distribution of product qualities [qj(t)]1j=0. The state can be described more succinctly by
the average quality q̄t(κ, θ) and mass of products ft(κ, θ) for each firm type (κ, θ).

2.3 Equilibrium

Production Households supply labour as (unskilled) workers earning a wage wu,t and as (skilled)
researchers earning a wage ws,t. The household’s problem implies the Euler Equation Ċt/Ct = rt−ρ
where rt is the interest rate in the economy and the consumption good is taken to be the numeraire.
The final good producer maximizes output in (1) by hiring workers and buying intermediate goods.
The first-order conditions of the problem yield

wu,t = β

1− βLt
∫ 1

0
qj(t)βyt(j)1−βdj, and pj(t) = Ltqj(t)βyt(j)−β. (3)
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Producers of intermediate good j compete in two-stage Bertrand competition. First, firms pay
a near-zero cost ε to participate in the market for good j.6 Second, each participating firm sets a
price to maximize profits taking the set of competitors as fixed. Given the competition structure,
only the frontier producer of each good j pays the ε cost to participate in the market. This allows
the leading-edge producer of good j to set the monopolist price. The problem of firm f for each
good j ∈ Jf is given by:

πt(j) = max
pj(t),`j(t)

pj(t)q̄t`j(t)− wu,t`j(t),

subject to demand in (3). The first-order conditions for the firm’s problem yield:

pt(j) = 1
1− β

wu,t
q̄t
, and `t(j) =

[
(1− β)q̄t
wu,t

] 1
β

Lt
qt(j)
q̄t

. (4)

Firm profits can then be written as

πt(j) = ββ(1− β)2−2βLtqt(j) = π̄tqt(j)

where in equilibrium π̄t is a collection of parameters that do not vary over time. Firm profits are
linear in the quality of goods j produced by the firm. Because the firm’s problem is independent
for each good j, the firm’s total profits will be the sum of profits that it earns producing each good
j, ∑j∈Jf π̄tqt(j) = π̄q̃f,t.

Dynamic Problem The dynamic objective of firms is to maximize the sequence of discounted
expected profits. The problem of an innovative θ-type firm with technology κ is to choose z =
{za, zx, {zij}j∈Jf} to maximize value:

rV κ
θ (Q)− V̇ κ

θ (Q) = max
z

∑
q∈Q


π̄q − wssi(zij) + δ(κ) [V κ

θ (Q\q)− V κ
θ (Q)]

+zij [V κ
θ (Q\{q} ∪ {q(1 + λi)})− V κ

θ (Q)]
+zx [Et [V κ

θ (Q+)|κ]− V κ
θ (Q)]− wssx(zx)


+ za

[
V M
θ ((1 + λa)Q)− V κ

θ (Q)− padj.
]
− wssa(za)

+
∑
θ′

Γθθ′ [V κ
θ′ (Q)− V κ

θ (Q)]

(5)

where δ(κ) is the creative destruction rate or the rate at which firms using the κ technology lose
products to competitors; Et [V κ

θ (Q+)|κ] is the expected value of successful external innovation.
Additionally, modern firms are constrained to set za(M) = 0, which allows the problem of firms

6This simplification is also used by Akcigit and Kerr (2018). Lentz and Mortensen (2008) and Peters (2016) discuss
cases where this assumption is relaxed and firm set variable markups depending on the relative quality of the nearest
competitor.
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with both technologies to be stated parsimoniously.
The value of a firm depends on: (1) the operating profits; (2) the potential loss of a product line

through creative destruction; (3) the net value of internal innovation; (4) the net value of gaining
products; (5) the net value of adopting the modern technology; and (6) the value of changing
innovative types.

The entry condition can then be written as

wsψe ≥ Et
[
V κ
θH

({q(1 + λ)})
]
, (6)

where V κ
θH

is the value of being a κ-technology firm and innovative type θH . The entry condition
equates the marginal cost of a successful innovation (left-hand side) with expected value of entering
(right-hand side). If the marginal cost of entry is higher than the expected benefit from entering,
then there is no entry. For the remainder of the section, I focus on the case where ze > 0.

Equilibrium Definition A competitive equilibrium is the prices [rt, wu,t, ws,t, {pt(j)}1
j=0, p

a
t ]∞t=0;

allocations [Ct, Yt, Lt, ze,t, [yt(j), `t(j)]1j=0, [zi,t(κ, θ), za,t(κ, θ), zx,t(κ, θ)]κ,θ]∞t=0; and aggregate states
[ft(κ, θ), q̄(κ, θ)]∞t=0; such that:

1. Given prices, the allocations [Ct] solve the utility maximization problem;

2. Given prices, the allocations [Yt, Lt, [yt(j)]] maximize the final good producer’s profits;

3. Given [rt, wu,t, ws,t, pat ], [`t(j), pt(j)] solve the firm profit maximization problem and [zi,t, za,t, zx,t]
solve the firm value maximization problem;

4. The price pat maximizes the monopolist’s profits;

5. Firms enter if optimal;

6. The evolution of aggregate states is determined by the allocations;

7. All Markets Clear:

(a) Final Good: Ct = Lt
1−β

∫ 1
0 qt(j)1−βyt(j)βdj

(b) Intermediate Goods: yt(j) = q̄t`t(j);

(c) Labour: Lt +
∫ 1

0 `t(j)dj = 1;

(d) Researchers: S = ψeze,t +∑
κ

∑
θ [si(zi,t(κ, θ)) + sx(zx,t(κ, θ)) + sa(za,t(κ, θ))] ft(κ, θ).

2.4 Characterization

I now characterize and discuss the properties of the competitive equilibrium. In particular, I begin
by examining general properties of the equilibrium that can be used to examine the transition path.
The next section refines the definition to focus on the subset of balanced growth path equilibria.
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The labour clearing conditions along with the demand functions (3) and (4) solve the equilibrium
wage rate

wu,t = β(1− β)1−2β q̄t. (7)

Substituting the wage rate back into (3) and (4) gives the labour allocations

Lt = β

β + (1− β)2 and `t(j) = 1
β(1− β)2

qt(j)
q̄t

Lt, (8)

the prices

pj(t) = β

(1− β)2β , (9)

and output values

yt(j) = 1
β(1− β)2Ltqt(j) and Yt = (1− β)1−2β

β1−β q̄tL. (10)

The expressions in (7) to (10) describe the static prices and allocations of the economy. The allo-
cation of resources and production depends on the distribution of product qualities qj(t) relative
to average quality q̄t. As the average quality in the economy increases, labour `j(t) allocated to
product j decreases as relative demand for the product falls. Intuitively, the average wage rate of
workers and final output both increase proportionately with the average quality q̄t of products.

The expression for output in (10) implies that the growth rate is given by

g(t) = dYt
dt

= dq̄t
dt
. (11)

The dynamics of the economy then depend on how the qualities of the intermediate products
[qt(j)]1j=0 evolve over time. This depends on the allocation of researchers across firms and the
different R&D activities. Proposition 1 characterizes the dynamic value of firms and the equilibrium
research choices.

Proposition 1. The value of a firm is described by

V κ
θ (Q, t) + dV κ

θ (Q, t)
dt

=
∑
q∈Q

[Bt(κ, θ)q̄ + vt(κ, θ)q] .
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For each firm type, the choices of innovation R&D is given by

zi(κ, θ) =
[
λi(κ)vt(κ, θ)
ωζiψ(κ, θ)

] 1
ζi−1

zx(κ, θ) =
[

(1 + λ̄x,t(κ))vt(κ, θ) + ft(κ)Bt(κ, θ)
ωζxψx(κ, θ)

] 1
ζx−1

and adoption R&D is given by

za(θ) =

λavt(M, θ)− ϕ
ωψa(θ)ζa︸ ︷︷ ︸
Direct Effect

+ vt(M, θ)− vt(T, θ)
ωψa(θ)ζa︸ ︷︷ ︸
Indirect Effect


1

ζa−1

(12)

where 1 + λ̄x,t(κ) = αx(κ)(1 + λx) + (1− αx(κ))( q̄t(κ)
q̄t

+ λxft(κ)) is the adjusted average step size of
technology κ firms and ω = ws,t

q̄t
is the normalized wage of researchers.

Proposition 1 states that the value of a firm is composed of two components: (1) a portfolio value
vt(κ, θ) that captures the expected net present value of operating the current set of products; and
(2) an option value Bt(κ, θ) that captures the net value to the firm from being able to add new
products to its portfolio. The expressions are characterized in Appendix A.

Intuitively, the expressions for internal and external innovation depend on the expected increases
in each of these components that are associated with the respective type of innovation. The key is
that the benefit to the firm from each of these types of innovations is through improving the set
of qualities Qf , either by improving the quality of individual products or adding new products. On
the other hand, the benefit to adoption is composed of this quality increasing benefit, but also a
benefit from operating the same products with the modern rather than the traditional technology.
The first term in (12) is the direct effect of adoption, which captures the increase in firm value from
increasing product qualities by λa. The second term in (12) is the indirect effect of adoption, which
captures that firms face different probabilities δ(κ) of losing products to competitors depending on
their technology.7 If δ(M) < δ(T ) then modern firms face less competition and it is more valuable
to produce the same set of products with quality Qf using the modern technology, all else equal.

The two components in (12) highlight a key interaction in the model. Depending on the relative
size of the direct and indirect effects, the introduction of the new technology can increase or decrease
aggregate growth. This depends on whether the direct or indirect effects dominates the firm’s
decision to invest in adoption R&D. For intuition, consider two extreme cases where only one channel
is positive and the other is zero.8 First, if only the direct effect be positive then firms allocate

7The probability δ(κ) does not appear directly in (12), but is implicit in the value vt(κ, θ). See Appendix A for
the exact expression.

8While the direct and indirect effects depend on endogenous variables, there are two simple parameter restriction
that relate to these two extreme case. The direct effect will be zero when λa = 0, such that firms do not improve

15



resources across R&D activities purely based on the relative tradeoffs in terms of productivity.
Because individual R&D activities feature increasing costs, the introduction of a new activity must
increase efficiency and aggregate growth. Second, if only the indirect effect is positive, firms still
invest in adoption R&D, but this crowds out other R&D activities. Consequently, aggregate growth
falls as resources are redirected to adoption R&D, which does not increase productivity. When
both effects are positive, the aggregate effect on growth is ambiguous and depends on the relative
strength of the channels.

Creative Destruction Firms exit as a consequence of other firms innovating and stealing their
products. A firm exits when it is no longer the frontier producer of any product. Because the mass of
products is fixed, the rate at which firms lose products is equal to the rate that firms add products
– the entry rate plus the rate of successful external innovation. However, the rate at which firms
lose products may differ across technologies. The rate at which a κ-type firm loses products is given
by

δ(κ) = ze +
∑
θ

zx(κ, θ)ft(κ, θ) + αx(−κ)
∑
θ

zx(−κ, θ)ft(−κ, θ) (13)

where −κ = {T,M}/κ denotes the non-κ technology. The first term in (13) is the entry rate of
new firms. The risk to incumbents does not depend on the technology distribution because entrants
always displace the incumbent producer and the technology of the entrant is determined after the
product is drawn. The second term in (13) is the mass of κ-type products multiplied by the arrival
rate of external innovation. The third term in (13) is the mass of non-κ-type products multiplied
by the arrival rate of external innovations with high enough quality to displace a κ-type incumbent:
αx(−κ)zx(−κ, θ).

The expression for creative destruction in (13) highlights the competitive spillovers across firms.
All else equal, κ technology firms benefit from lower αx(−κ) because they face less competition
from non-κ-type firms.

Aggregate Growth The aggregate growth rate follows from (11) and is given by:

gt =
∑
κ

∑
θ

[
zi,t(κ, θ)λ̄i,t(κ, θ) + zx,t(κ, θ)λ̄x,t + za,t(κ, θ)λa

]
ft(κ, θ) + ze,tλ̄e,t (14)

where effective step sizes λ̄i,t(κ, θ), λ̄x,t(κ) and λ̄e,t are functions of the aggregate state and firm
type.9 Note that za,t(M, θ) = 0 such that the above expression can be written parsimoniously.

productivity when they adopt the new technology. The indirect effect will be zero when α(M) = α(T ) = 1, such that
firms face the same level of competition regardless of their technology class κ.

9Effective external step size λ̄x,t(κ) is defined in Proposition 1. Effective internal step size λ̄i,t(κ, θ) = λi(κ) q̄t(κ,θ)q̄t

adjusts for differences in quality across (κ, θ) groups. Effective entry step size λ̄e,t = αeft(T )λa +
∑
κ ft(κ)λx(κ)

adjusts for the expected technology type of the entrant.
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Intuitively, each term of the growth rate is composed of three parts: the probability of a success
(z), the step size of a success (λ) and the mass of firms engaging in this type of R&D (f).

The expression in (14) allows growth to be decomposed by either the type of innovation (internal,
external, adoption, or entry) or by the (κ, θ)-type of firm responsible for the innovation. How these
components change over the transition addresses the question of how the sources of growth have
changed over time and in response to the modern technology.

Aggregate States The economy has two sets of aggregate states. The first aggregate state is the
mass of products associated with (κ, θ)-type firms. The state evolves according to

dft(κ, θ)
dt

=



ze,tft(κ)(1− αe) + γuft(T, θH−1)
+ (zx,t(T, θH)− za,t(T, θH)− δt(κ)− γd) ft(T, θH)

if θ = θH and κ = T

ze,t(ft(M) + αeft(T )) + γuft(M, θH−1) + za,t(T, θH)ft(T, θH)
+ (zx,t(M, θH)− δt(M)− γd) ft(M, θH)

if θ = θH and κ = M

γdft(κ, θh+1) + γuft(κ, θh−1) + za,t(−κ, θh)ft(−κ, θ)
+ (zx,t(κ, θh)− za,t(κ, θ)− δt(κ)− γd − γu) ft(κ, θh)

if θh ∈ {θ2, θ3, ..., θH−1}

γdft(κ, θ2) + za,t(−κ, θ1)ft(−κ, θ1)
+(zx,t(κ, θ1)− za,t(κ, θ1)− δt(κ)− γu)ft(κ, θ1)

if θ = θ1

(15)

Additionally, the distribution of products using the modern technology ft(M) = ∑
θ f(M, θ) is the

main measure of diffusion used in the quantitative analysis.10 The diffusion of the modern technology
then follows from the expression in (15).

The second state is the average quality of products operated by (κ, θ)-type firms. The state
evolves according to

dq̄t(κ, θ)
dt

= Entryt(κ, θ)− δ(κ)q̄t(κ, θ) + zi,t(κ, θ)q̄t(κ, θ)λi(κ)

+ zx,t(κ, θ)ft(κ, θ) [αx(κ)(1 + λx(κ))q̄t + (1− αx(κ)) (q̄t(κ) + λx(κ)ft(κ)q̄t)]

+ za,t(−κ)(1 + λa)q̄t(−κ, θ)− za,t(κ)q̄t(κ, θ)−
∑
θ′

Γθθ′ q̄(κ, θ) +
∑
θ′

Γθ′θq̄t(κ, θ)

(16)

10This measure of diffusion differs from measures based on the number of users (e.g. firms using ICT). I focus on
this measure as it relates closely to the economic importance in terms of output or resource allocation of the modern
technology in the economy. In this regard, the measure is related to Comin and Hobijn (2010) who examine the
diffusion of technologies using data on aggregate output (e.g. computers) or resource use(e.g. number of furnaces).
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where −κ is the non-κ technology and the term Entryt(κ, θ) is defined as

Entryt(κ, θ) =


0 if θ 6= θH

ze,t [αe(1 + λx)q̄t + (1− αe)(q̄t(κ) + λxft(κ)q̄t)] if (κ, θ) = (M, θH)
ze,t(1− αe)(q̄t(κ) + λxft(κ)q̄t) if (κ, θ) = (T, θH)

and where q̄t(κ) = ∑
θ q̄t(κ, θ) is defined as the average value of qualities over the κ technology class.

The evolution of the technological frontier by (κ, θ)-type firms depends on the innovation inten-
sities of all types of firms as well as the transition probabilities across different innovative θ-types.
Importantly, the frontiers of the technologies are interconnected. First, external innovations poten-
tially build on the technology of the non-κ technology. This tends to equalize differences in the
qualities across technologies as the relatively low-quality technology benefits from converting high-
quality products of the other technology. Second, adoption converts traditional products to modern
products. The strength of these links in the calibrated model dictate the extent that q̄t(M) and
q̄t(T ) grow together. Stronger links between technologies imply less differences across technology
and cause the technology classes to matter less for innovation, while weaker links imply the opposite.
The strength of these links are governed by the probability of successful innovations αx(κ).

2.5 Balanced Growth Path

The main goal of the model is to examine the diffusion of the modern technology. This is by
definition transitory as it requires the aggregate states to change over time. However, it is useful to
highlight some features of the balanced growth path (BGP) equilibrium in which all allocations and
prices growth at a constant rate. The BGP requires all firms use the same technology. Proposition
2 characterizes the balanced growth path equilibrium.

Proposition 2. The (κ-technology only) BGPκ is characterized by:

• the value function is described by:

Vθ(Q) =
∑
q∈Q

[Bθq̄t + vq]

where

(ρ+ δ + g)v = π̄ + ωψi (ζi − 1) zζii
(ρ+ δ)Bθh = ωψx(θ) (ζx − 1) zx(θ)ζx + γu(Bθh+1 −Bθh) + γd(Bθh−1 −Bθh)

• the innovative R&D choices:

zi =
(
vλi
ωζiψi

) 1
ζi−1

zx(θ) =
(

(1 + λx)v +Bθ

ωζxψx(θ)

) 1
ζx−1
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• the stationary distribution of types f(θ) satisfies

0 = ze + γuf(θH−1) + (zx(θH)− δ − γd) f(θh) if θ = θH

0 = γdf(θh+1) + γuf(θh−1) + (zx(θh)− δ − γd − γu) f(θh) if θ ∈ {θ2, θ3, ..., θH−1}

0 = γdf(θ2) + (zx(θ1)− δ − γu) f(θ1) if θ = θ1

• the entry condition ωψe = (1 + λx)v +BθH

• the growth rate g = ziλi + δλx

• the creative destruction rate δ = ze +∑
θ zx(θ)f(θ)

• the interest rate r = ρ+ g

and the prices and allocations in (7) to (10).

Proposition 2 highlights that the value of a firm can be written as the combination of the
portfolio value v and option value Bθ of the firm. Because the innovative type θ does not affect the
cost structure of internal innovations, the portfolio value is the same for all innovative types. The
expression for the portfolio value also highlights that the value is declining in the expected loss of
products δ and the discount rate r = ρ + g and increasing in the expected net value of investing
in internal R&D. On the other hand, the option value Bθ does depends on the firm’s innovative
type. This also implies that the option value depends on the possibility of moving to higher or lower
innovative types.

Internal innovation depends only on the portfolio value as it does not change the number of
products. External innovation depends on both the expected net present value of the new product
(v(1 + λx)q̄) and the expansion in the stock of knowledge at the firm (Bθ).

3 Empirical Analysis

The modeling of the traditional and modern technologies are left flexible and could be applied to
any general purpose technology. For the empirical and quantitative analysis, I focus on the diffusion
of information-communication technologies (ICT). In the empirical analysis, I examine the diffusion
of ICT using patent data. This serves two main goals. First, the analysis serves as a first pass for
examining the quantitative importance of the main mechanisms in the model. Second, the analysis
defines and validates a new measure of ICT diffusion, which serves as the empirical foundation for
the quantitative analysis.
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3.1 Data Sources

NBER USPTO Utility Patent Grant Database The main data source used is the patent
and citation dataset from the NBER Patent Database (Hall et al., 2001). The dataset contains
information on all patents granted by the United States Patent and Trademark Office between 1976
and 2006. In addition, the dataset contains a wide variety of characteristics related to each patent.

I restrict the sample to patents issued to US non-governmental organizations and focus on the
sub-period 1980 to 2000. The number of citations received on a patent is generally considered in the
literature to be a good representation of the patent’s value. As such, I use citations to correspond
to the average step size of innovations in the model. To correct for issues with truncation bias, I
use the Hall et al. (2001) adjusted citation weights. The date of an innovation is taken to be the
application date of the patent. The age of a patenter is taken to be the number of years since the
first patent. I adjust for the truncation bias created by this measurement of age by removing the
early periods of the sample and by making within period comparisons when possible.

Compustat Database I use the Compustat database to connect the patent measures of innova-
tions to firm-level outcomes. The main financial variables of interest are 4-digit SIC classification,
sales, number of employees, capital stock, and R&D expenditure.11

To construct the final sample, I drop all non-US corporations; all firms in the financial and utilities
sectors12; firms that experience major mergers or acquisitions; and firms that report negative sales.
This yields a sample of 182,841 firm-year observations. In general, I focus on results for the sub-
sample of innovative firms, defined as those that have issued at least one patent over the sample
period. The resulting sample contains 45,470 firm-year observations.

3.2 ICT Diffusion

The model highlights the applicability of the modern technology broadly to all areas of the economy.
The main challenge with comparing the model to data involves constructing a measure of the modern
technology that is similarly broad. As the modern technology is taken as ICT in the data, I start
by classifying all patents in the Computers & Communication technology class as immediate ICT
technologies. However, focusing only on the patents within this technology class ignores the greater
diffusion of ICT throughout the economy. This is because ICT may be applied as a component of an
invention in other technology classes. For example, a microprocessor may be used in the diagnostic
system of a car engine.13

To address this concern, I use the citation links between patents to construct a measure of
11To construct capital stock I use the perpetual inventory method aggregating the depreciated sum of the firm’s

previous investment in property, plant and equipment.
12Specifically, I drop firms with SIC codes between 4900 to 5000 (utilities firms) and 6900 to 7000 (financial firms).
13This example is from Patent 5,633,458 issued by Ford Motor Company. This patent has distance 2 to the ICT

technology class using my measure.
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distance to the ICT technology class. The key idea is that a citation captures the use of ideas in the
cited patent.14 For each patent p ∈ P define the set of patents cited by p as Rp. The set of distance
d > 0 patents is then defined as:

Pd = {p ∈ P|Rp ∪ Pd−1 6= ∅}

The set Pd includes all patents that cite patents with distance d−1. Additionally, I include a cutoff
value of 10% citing patents being in the set Pd−1 (or lower) to prevent patents that cite relatively
more patents from mechanically being more likely to meet the criterion.

The distance of a patent is then the lowest d set that the patents belongs in - i.e. the distance of
patent p is defined as dp = min{d|p ∈ Pd}. A lower distance indicates that the patent builds more
directly on ICT. I define the set of modern (ICT-related) patents as:

PM = ∪3
d=0Pd.

The idea is that the set PM contains all patents that are either directly in the ICT class or that build
on ICT-related technologies. The choice of the maximum distance from the ICT class to include is
based on the response of firms to adoption at different distances and is discussed in Appendix B.
Table 1 presents summary statistics on the final sample of patents divided between the two types.

Table 1: Patent Summary Statistics

Statistic Modern Traditional All
ICT-related Non-ICT

Number of Observations 477,390 805,635 1,283,024
1980-1990 71,607 241,179 312,786
1990-2000 282,364 320,065 602,429
Average Number of Citations 22.16 12.18 15.89
Median Number of Citations 12.59 7.03 8.51

Table 1 highlights a number of key differences between the two types of patents. The relative
fraction of ICT-related patents increases substantially over the period. ICT-related patents also
tend to be of higher quality (measured by citations).

Figure 1 compares the adoption of ICT in the patent database. Computers & Communications
patents rise from around 5% of total patents in 1976 to around 25% in 2006 (Figure 1) while
modern patents rise to around 75% by 2006. Comparing the trends for weighted and unweighted
patents shows that the two are qualitatively similar. Weighted patents capture a larger share of the
total fraction of patents than unweighted patents reflecting the observation in Table 1 that modern
patents are more cited than traditional patents. Additionally, the distance between the weighted

14Applicants are legally obligated to disclose any ’prior art’ used in the patent. Prior to approval, a patent examiner
- an expert in a given area - reviews the patent for any missing citations - see Hall et al. (2001) for an overview.
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Figure 1: Diffusion of ICT in the United States
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Notes: Diffusion of modern (ICT-related) M -type patents by US corporations. The figure plots fraction of total
patents for different sequences. The solid line plots the fraction of citation weighted modern (ICT-related) patents.
The triangles plot the fraction of raw modern patents. The crosses plots the fraction of weighted Computers &
Communications (C&C) patents.

and unweighted patents is relatively constant over the period. This implies that the rise in patents
is primarily driven by more modern patents being issued (an extensive margin) rather than the
quality of modern patents increasing over time (an intensive margin).15

3.3 Consequences of Adoption

Given the definition of ICT-related patents, I examine the firm-level consequences of adoption. To
the extent that firms respond to the measure, the measure captures a real change at the firm-level.
The results also highlight several dimensions in which innovation with the modern technology differ
from the traditional technology.

Adoption I define the adoption year of a firm as the first year that a firm’s patent portfolio
exceeds 10% modern patents. Similarly to the measure of distance, I include a threshold to prevent
firms with more patents from being mechanically more likely to meet the requirement of adopting.
Following adoption firms are always considered to be using the modern technology.16

15This is explored in more detail in Appendix B. Specifically, I show that the diffusion of ICT was primarily driven
through extensive margins. While it is not directly used in the calibration of the model, it validates the structure of
the model relative to alternatives that suggest increasing qualities of innovations over time.

16In the model, firms discretely experience a one-time change in technology class upon adoption. This is not the
case in the data as firms that produce modern patents also produce traditional patents in the future. It is then
uncertain how these firms should be classified in the following periods. However, I consider these modern firms as
they are still likely to have the capabilities to produce modern technologies and may apply these technologies without
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Patent Quality I begin by examining the differences between firms using the patent database.
Table 1 suggests that ICT-related patents are on average higher quality than non-ICT-related
patents. Taking the numbers literally suggests that ICT-related patents are 82% (= 22.16

12.18) higher
quality. However, this comparison ignores potentially important heterogeneity. First, ICT-related
patents tend to be issued later in the period during a time when more patents are issued, which
suggests that they are more likely to be cited. Additionally, the technological class composition
of patents varies over this period. Second, the model suggests that more innovative firms adopt
ICT-related technologies and these firms also tend to produce more innovations.

To control for these factors, I regress a firm-level measure of adoption on the quality of patents
controlling for firm-level and sector-year fixed effects. The coefficient on adoption captures firm-level
changes in the quality of patents controlling for trends in the data through the sector-year fixed
effects. Formally, I estimate:

log(1 + Citesj,t) = 0.124
(0.006)

∗ Adopterf,t + Γf + Γc,t + εj,t (17)

where Adopterf,t takes value 1 if the firm f issuing patent j has adopted ICT; Γf is a firm-level
fixed effect; and Γc,t is a technology category by year fixed effect. The results in (17) indicate that
patents issued by modern type firms tend to be 12.4% higher in terms of quality as measured by
citations. This is smaller than the comparison in Table 1, but still a large increase.

Firm-Level Productivity The limitation of the patent database is that it restricts the focus to
patent outcomes. The results in (17) do not necessarily indicate a change in firm-level outcomes.
To examine these changes, I use the linked compustat-patent data to examine changes in firm-
level productivity around the time of adoption.17 I estimate the response of labour-productivity
(measured as sales to employment) around the time of adoption as:

gf,t = β0 +
4∑

s=−4
βA,sAdoptf,t+s + Xf,tβX + Γs + Γt + εf,t (18)

where gf,t is the labour productivity growth of firm f in year t; Adoptf,t takes value 1 if firm f

adopts ICT in year t, and zero otherwise; Xf,t is a vector of controls; Γs is SIC code fixed effect; and
Γt is a year fixed effect.18 Controls used in the baseline specification are: the number of (forward)

issuing a patent. For example, a car manufacturer may issue a single patent for GPS that can be later applied to
new cars.

17There are concerns about the endogeneity of the relationship and omitted variable bias. The first concern would
be if higher growth led to firms being more likely to adopt the technology. This is partially alleviated by the timing
of the growth increase as it follows adoption and there is no pre-trends. However, it is still possible that anticipated
future growth leads firms to be more likely to adopt. The second concern would be if a third variable (e.g. new
management) led to both higher growth and adoption. To address this concern, I include a variety of firm-level
controls and check the robustness of the results to alternative specifications and outcomes (Appendix B).

18Growth in labour productivity is computed as 1 + gf,t = Sales/Empf,t−Sales/Empf,t−1
1
2 (Sales/Empf,t+Sales/Empf,t−1) .
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citations generated by patents applied for by firm f in period t; firm age; firm size (measured
by employment); the firm’s prior stock of R&D knowledge; whether the year t is the first year a
firm has applied for a patent; and whether the firm has applied for a patent in the Computers &
Communications technology class in the current year.19 The coefficient βA,s should be interpreted
as the increase in firm f ’s growth relative to average growth for the firm s periods after the firm
adopts ICT. Figure 2 plots the coefficients βA,s from (18).

Figure 2: Labour Productivity Before and After Adoption
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Notes: Figure plots the coefficients βA,s from the regression in (18). Year t − 1 should be read as the year prior to
the adoption of the new technology. Average growth in Sales / Emp. is 0.0584.

Figure 2 highlights two mains results. First, in the short-term there is a large and statistically
significant increase in growth following the period of adoption. To put the numbers in context,
firms productivity growth doubles in the year of and two years following adoption. Second, in the
long-term there is no statistically significant effect of adoption on growth.20

A concern with the above result is that the construction of the modern patent group is capturing
something unrelated to ICT. For example, this would be the case if patents that cite other technology
groups were more valuable than other patents. To check for this, I construct placebo measures of
adoption using the other technology categories. I then run similar regressions using these placebo
measures in place of the baseline measures. For all groups aside from the Electronics category, I
find that these placebo measures are not associated with changes in firm-level growth. This raises
the concern that Electronics is the important technology group and that the baseline measure

19In addition, I check that the results are robust to a variety of alternative specifications: different time horizons;
controls for patenting; different measures of size including employment and book value; research stock; first patent;
R&D intensity; fixed effects measured at the 2 and 3 digit SIC code; firm-level fixed effects; including non-patenting
firms.

20The result holds at longer time horizons than those presented in Figure 2. See Figure 19 for the extended results.
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is simply picking up its close proximity to this group. I run a horse-race using all six measures
of adoption (Computers & Communication and the five placebo groups) and find that only the
baseline measure of adoption (based on Computers & Communication) is related to increased growth
following adoption. Table 17 in Appendix B documents these results.

Taken together, the results suggest that the measures of adoption and modern (ICT-related)
patents are capturing real changes at the firm-level. Following adoption, firms benefit in the short-
term through higher productivity growth and issue higher quality patents.21

3.4 Firm Heterogeneity

I now use these measures to explore empirically the role of firm heterogeneity for adoption and
diffusion. Specifically, I estimate the relative frequency at which entering firms use the modern
technology relative to the current stock of knowledge. This maps directly into parameters in the
model. Next, I examine the importance of incumbent heterogeneity for adopting the technology.

Entrants I define entrants as first time assignees in the patent database. The main hypothesis
is that entrants are comparatively better at using new technologies because they are not restricted
by prior practices. To test this, I use the model to construct a measure of entrant comparative
advantage that can be analyzed in the data. The discrete time version of modern M -type entrants
is given by

M -type Entrantst = ft−1(M)ze,t + αeft−1(T )ze,t

where ft(M) is the mass of modern products; ze,t is the arrival rate of entrants; and αe is the
probability that an entrant converts a traditional product to a modern product. The key distinction
between the above expression and the one in the model is that the the stock of modern technology
knowledge ft(M) is evaluated with a lag. Intuitively, entrants in year t build on the stock of available
knowledge available to them prior to their entry.

There are empirical counterparts to the number of entrants ze, the number of modern entrants
and the stock of modern knowledge ft(M). The comparative advantage of entrants is given by

CAt = M -type Entrantst
Entrantst︸ ︷︷ ︸

=ft−1(M)+αeft−1(T )

−M -type Patentst−1
Total Patentst−1︸ ︷︷ ︸

=ft−1(M)

(19)

The term CAt is interpreted as the relative fraction of additional modern entrants relative to the
prior stock of knowledge embodied in incumbent firms. Patents in (19) are weighted by the number

21A caveat with this result is that firms may issue fewer patents overall implying an ambiguous consequence for
innovation. The frequency of issuing patents is difficult to observe because firms tend to issue relatively few patents
and there are strong increasing trends in patenting over this period.
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of citations received. The value of CAt will be positive if entrants have a comparative advantage
(αe > 0) and zero or negative otherwise. Figure 3 plots the value of CAt, controlling for sectoral
differences.

Figure 3: Relative M -type Citations by Entrants
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Notes: The figure plots the year fixed-effects from CAc,t = Γt + Γc + εc,t where Γt and Γc are year and technology
category fixed effects respectively.

Figure 3 shows a positive comparative advantage for entrants with using the M -type technology.
In terms of the model, the average value corresponds to a parameter estimate of αe = 2.5% sug-
gesting a minor role for entrants in the diffusion of the new technology. The figure shows that that
the value of CAt declines over the period, which is expected as CAt mechanically declines as ft(M)
goes to 1. This is because CAt measures the fraction of additional modern entrants compared to the
current stock of knowledge. When the technology is fully adopted, the additional modern entrants
is zero by definition.

Incumbent Heterogeneity Finally, I use the linked patent-compustat data to examine which
firm characteristics are likely to drive the adoption of new technologies. Figure 4 plots the average
age and size (measured as number of employees) of firms belonging to three groups: (1) new adopters
in year t; (2) previous adopters in year t – i.e. those that adopted prior to year t; and (3) non-adopters
that have not adopted in either in or prior to year t.

The results show persistent heterogeneity across the three groups. New adopters tend to be
younger and smaller firms in general. On the other hand, previous adopters tend to be older and
larger on average. The size of previous adopters should not be surprising given the large productivity
boost from adoption documented above. However, the average age of previous adopters is surprising
given that new adopters tend to be younger. This is indicative of higher survival rates of modern
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Figure 4: Average Age and Size by Adoption Type
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Notes: The figure depicts average age and size of firms based on adoption type. Size is recorded as log number of
employees while age is calculated as the number of years since appearing the data. Triangles depict new adopters
defined as firms that adopt ICT in period t. Crosses depict previous adopters defined as firms that have adopted ICT
prior to period t. Squares depict non-adopters defined as firms that have not adopted ICT in period t. Note that
non-adopters may become new and previous adopters in later period.

firms, in model terms that δ(T ) > δ(M).
To test the relationship between firm characteristics and adoption, I estimate the following linear

probability model:

Adoptf,t = −0.00258
(0.000291)

∗ Agef,t + 0.01077
(0.00159)

∗ Sizef,t + Γs + Γt + εf,t (20)

where standard errors are listed in parentheses; Adoptf,t is a dummy variable with value 1 if firm f

adopts the technology in year t; Agef,t is the age of firm f in year t; and Sizef,t is the size of firm
f in year t measured as the log number of employees.22 The regression in (20) includes only firms
that have not adopted the technology in year t− 1.

The results in (20) indicate that younger and larger firms tend to adopt more often than older
and small firms. To put the values in perspective, the standard deviation of age is around 11 years
implying that a one standard deviation increase in age is associated with 2.84 percentage points
decrease in the probability of adopting. The standard deviation of log employment is 2.5 implying
that a one standard deviation increase in size is associated with a 2.69 percentage points increase
in the probability of adoption. Adoption accounts for around 6% of the total firm-year observations
of non-previous adopters over the sample.

22The results are robust to including firm-level controls (R&D, first patent, recent entry, R&D intensity) and to
other measures of size (sales, assets).
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4 Calibration and Measurement

I calibrate the model to match innovation and adoption in the data. The calibration uses the model
to aggregate the underlying forces and channels from the empirical analysis. The limitation with the
data is that only the flows of innovations are observed. The model provides a tool to convert these
flows into products j and qualities qj, which can then be converted into aggregate growth rates.
Products are also used to decompose the importance of individual channels (firms or innovations)
because products are tied to firms.

4.1 Parameter Values

The calibration of the model follows two stages. In the first stage, I calibrate parameters related to
firm-level innovation using moments from the BGP equilibria. I follow the innovation literature in
the choice of moments such that the model generates firm behaviour that is consistent with other
studies. In the second stage, I calibrate parameters related to adoption using moments along the
transition path that follows from the introduction of the modern technology. Specifically, I target
the empirical evidence on ICT diffusion from Section 3. The assumption is that the diffusion curve
contains useful information on the costs and benefits of the new technology. Table 2 lists the values
of the calibrated parameters.

Preliminaries Firms take six innovative types θh (H = 6) with higher values of θh corresponding
to more innovative firms. The external innovation cost function is ψx(κ, θh) = ψ̄x(κ)ηH−hx such that
a value of ηx > 1 corresponds to higher θh-types having lower costs. Similarly, the adoption cost
function is ψa(θh) = ψ̄aη

H−h
a such that a value of ηa > 1 corresponds to higher θh-types having

lower costs. The parameters ηx and ηa determine the heterogeneity in costs across different firm
types while ψ̄x and ψ̄a determine the average cost of each type of R&D.

I calibrate four parameters {ρ, β, ζi, ζx} externally. The discount rate ρ is taken as 0.02, which
corresponds to an annual discount rate of around 4% and the production curvature β is taken 0.11.
The curvatures on the innovation cost functions are taken to be ζi = ζx = 2, which are standard in
the literature.

4.2 BGP Parameters

I calibrate fourteen parameters {S, ψi(κ), ψ̄x(κ), λx(κ), λi(κ), λe, ψe, γu, γd, ηx} using the BGP equi-
libria. The parameters relate to innovation and the idea of this part of the calibration is to match the
existing innovation literature (Akcigit and Kerr, 2018; Garcia-Macia et al., 2016; Acemoglu et al.,
2015). This also reduces the computational burden of calibrating parameters over the transition
path. The parameters related to the traditional technology (κ = T ) are calibrated to moments over
the period 1980 to 1985 in the data and the parameters related to the modern technology (κ = M)
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Table 2: Calibrated Parameters of the Model

A. External:
Parameter Value Parameter Value
Discount Rate ρ 0.02 Crv. Internal R&D ζi 2.00
Production Curvature β 0.11 Crv. External R&D ζx 2.00

B. Balanced Growth Path:
Parameters Value Parameters Value

κ = T κ = M

Mass of Researchers S 0.27 Lv. External R&D ψ̄x 2.84 2.84
Cost of Entry ψe 1.83 Lv. Internal R&D ψi 1.00 2.52
Innovation Heterogeneity ηx 1.70 Step Size Internal λi 0.061 0.072
Prob. of θh+1 γu 0.05 Step Size External λx 0.073 0.084
Prob. of θh−1 γd 0.25

C. Transition Path:
Parameters Value Parameters Value

κ = T κ = M

Cost of Adoption R&D (Lv.) ψ̄a 13.50 Prob. of Switch Incum. αx 0.451 0.091
Cost of Adoption R&D (Crv.) ζa 1.80
Step Size of Adoption λa 0.074
Prob. of Switch by Entrant αe 0.025
Adoption Heterogeneity ηa 1.50

are calibrated to moments over the period 1996 to 2000. The model moments are described in Table
3.

Table 3 shows that the model is able to replicate the key features of innovation in the data.23 In
the calibration of the traditional BGP, I normalize the cost of internal innovation to ψi = 1, such
that the R&D intensity determines the mass of researchers S in this part of the calibration.24 I take
R&D intensity and the entry rate from Akcigit and Kerr (2018) and target the same values in both
BGPs. While there is variation in the value of these moments in the data, I target the same values
in both BGPs to simplify the comparison of the two BGPs. The model is extended to include these
trends in Section 6.

I target a growth rate of 2% in the traditional BGP, which disciplines the average step size of
innovations. I do not directly target the growth rate in the modern BGP and instead allow the
calibrated model to predict the growth rate under the modern technology. Instead, I include a

23The Jacobian describing the elasticity of the moments to the parameters is listed in Appendix C.1.
24Alternatively, another moment could be added to target the level of researchers and cost of internal innovation

ψi(T ) separately. This will not change the results as one of the parameters is normalized without loss of generality
in the model. I normalize ψi(T ) and interpret the researchers as a fixed resource component of R&D rather than as
literal researchers.
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Table 3: BGP Calibration

Moment Data Model
Common Targets BGPT BGPM

Growth Rate 2.0% 2.0% 2.2%†
R&D Intensity 4.8% 4.8% 4.8%
Entry Rate 5.8% 5.8% 5.8%†

Joint Targets BGPT BGPM

Rel. Quality λ(M)
λ(T ) 12.4% 12.4% 12.4%

Fraction Young 0.29 0.31 0.31
CV of Patenting 1.99 1.99 1.98
p90/p50 patents 6.5 6.0 6.0

Specific Targets 1980-1985 1996-2000 BGPT BGPM

Rel. Int. Freq. 11.3% 5.6% 11.3% 5.6%
Rel. Int. Cites 83.4% 85.7% 83.4% 85.7%

Notes: The symbol † indicates a moment that is not directly targeted in the calibration.

target on the relative quality of modern and traditional innovations based on the regression results
in (17). This procedure predicts a growth rate of 2.2% in the modern BGP.25

Relative Internal Frequency and Citations In the data, I measure the relative frequency
of internal patents and the relative citations received by these patents over each period. I follow
Akcigit and Kerr (2018) and classify patents with greater than 50% of citations on patents owned
by the same firm as internal and all others as external. In the model, the relative frequency of
internal patents is equal to the relative frequency of innovations (

∑
θ,κ

zi(κ,θ)
ze+
∑

θ,κ
zi(κ,θ)+zx(κ,θ)) and the

relative citation of these patents is equal to the relative step size ( λi
λx
). These moments help to

target the relative costs and benefits of internal innovation relative to external innovation.

Age Structure To construct moments related to the age structure of innovation, I simulate data
in the BGP equilibrium.26 I target three moments in the simulated data. First, I target the relative
fraction of patents by young firms (less than 5 years since first patent). Second, I target the number
of patents produced by the 90th percentile assignee relative to the median assignee.27 Third, I target
a normalized measure of variation in the total number of patents issued by assignees over the period.

Broadly, these moments relate to the parameters {γu, γd, ηx} that govern the differences across
25This growth rate should be interpreted as a difference in the innovative capacity of the modern and traditional

technologies rather than a prediction about the long-term growth rate. The sensitivity of the main results to the
modern growth rate is explored in Section 6.

26Details on the simulated data are described in Appendix C.
27The number is relative consistent if patents are measured by raw numbers or weighted by citations.
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innovative types in the model. The intuition is that ηx determines the amount of variation across
firm outcomes (growth or patenting) for a given distribution of types. If ηx is equal to 1 then
all firms will be identical in terms of their ability to innovate while if ηx is large then differences
in patenting will also be large. The transition probability of moving to lower innovative types γd
determines the relationship between firm age and firm type. The higher γd is the more older firms
will be associated with low innovative types. Finally, the probability of moving to higher innovative
types γu determines the overall fraction of highly innovative firms in the economy. For example, if
γu is equal to 0 then only firms that remain in the high state since entry will be high types.

4.3 Adoption Parameters

This leaves seven parameters related to diffusion to calibrate, {ψa, ζa, λa, ηa, αx(κ), αe}. The strategy
is to use the moments described in Section 3 to target these parameters. Table 4 describes the
moments in the data and the corresponding moments generated by the calibrated model.28

Table 4: Transition Path Calibration

Description of Moment Data Model
Growth following adoption 3.7× ḡ 7.4% Fig. 2
Avg. CAt of entrants 2.5% 2.5% Fig. 3
Freq. of M -type cites T -type 45.1% 45.1%
Freq. of T -type cites M -type 9.1% 9.1%
Adoption length (# of years) 21 21 Fig. 5
Adoption Curvature – – Fig. 5
Coefficient on Age in (20) -0.00258 -0.00241

An underlying assumption is that only external and internal innovations generate patents. This
implies that the adoption of new technologies is not associated with the creation of a new patent
in the data. This allows for patents to be classified as either internal or external using the same
classification as in the steady state calibration.

Direct Measurement The step size λa is matched to the average increase in productivity growth
following adoption in the data(Section 3), which is the empirical analogue.29 The probability that an
entrant converts to the modern technology αe is set to match the comparative advantage of entrants
constructed in the empirical analysis (see Figure 3).30 The data implies a value of αe = 2.5%, which

28I set the adjustment cost padj. by setting ϕt = max{0, Bt(T, θ) − Bt(M, θ)}. This restricts firms from using
the traditional innovative technology after adopting the modern technology. This is mainly done for computational
tractability of the transition path. However, the results are quantitatively similar using alternative cost setting rules
or choices of ϕ.

29I use the ratio rather than the level to minimize issues associated with sales data. In particular, growth in sales
may incorporate growth unrelated to output (e.g. prices).

30The value of αe can be directly backed out from the series CAt in the data and the adoption level in the previous
year. The mapping of the model into the data is described in Section 3. The implies that αe is equal to CAt divided
by the previous fraction of adoption. I take the αe in the model to be equal to the average value implied in the data.
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suggests that entrant have a modest advantage with ICT compared to incumbents. I target the
average step size λx(κ) and the technology spillovers αx(κ) rather than the distribution of external
innovations and productivity loss bκ. The spillover αx(κ) is set to match the frequency that κ-
technology patents cite non-κ-technology patents adjusted for the relative number of each patent
type. The citation indicates the citing patents is building on ideas presenting in the cited patents.
If modern (ICT-related) patents cite traditional (non-ICT-related) patents in equal proportion to
their relative frequency in the data, this indicates complete spillovers and implies αx(M) = 1. On
the other hand, if modern patents never cite traditional patents, then this indicates no spillovers
and implies αx(M) = 0. The sensitivity of the results to the choice of spillovers αx(κ) is discussed
in Section 6.

Diffusion Pattern I target the cost of adoption {ψa, ζa} to match the diffusion pattern of ICT
in the data. Figure 5 compares the model and the data where the fraction of modern citations in
the model is given by:

Fraction M -Type Citest =
∑
θ

[
ft(M, θ)zi,t(M, θ)λ̄i,t(M, θ) + ft(M, θ)zx,t(M, θ)λ̄x,t(M)

]
+ λ̄e,t(M)ze,t∑

k∈{T,M}
∑
θ

[
ft(κ, θ)zi,t(κ, θ)λ̄i(κ, θ) + ft(κ, θ)zx,t(κ, θ)λ̄x,t(κ)

]
+ λ̄e,t(κ)ze,t

(21)

where λ̄i,t(κ, θ), λ̄x,t(κ) and λ̄e,t are the effective step sizes in year t. Each innovation in the model
generates citations proportional to the quality of the innovation.31 The numerator of (21) is the
number modern citations generated in year t while the denominator is all citations in year t.

I match the initial date in the transition path to match the fraction of modern citations for 1980.
The level of the cost function ψ̄a determines the average intensity of adoption, such that a lower
value of ψ̄a will results in quicker adoption, all else being equal. In this regard, the value of ψ̄a is
used to target the length of adoption.

The curvature of the cost function ζa determines how responsive the adoption intensity is to
changes in the relative value of modern to traditional technologies.32 Specifically, the adoption
intensity za in the model has an elasticity of 1

ζa−1 with respect to the direct and indirect benefits of
adoption. Since these vary over time, the curvature parameter ζa is used to target the shape of the
diffusion curve. All else equal, a lower value of ζa implies a higher elasticity and a steeper adoption
as firms will concentrate adoption in periods where the benefits are relatively high.

Firm Heterogeneity The final parameter in the calibration is ηa, which dictates the difference
in cost associated with innovative types θ. The general idea is that lower values of θ correspond to

31Note that because the moment of interest here is the fraction of modern M -type citations, the conversion of
innovations to patents or citations is irrelevant.

32The general strategy follows previous work (Ayerst, 2016) in which I show the relationship between the cost
curvature of technology and the length of adoption.
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Figure 5: Model Fit: Modern Citations
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Notes: Figure graphs the relative fraction ofM -type citations for both the data and the model. TheM -type citations
in the model are generated using (21). The construction of the data is discussed in Section 3.

older firms. With this in mind, I calibrate ηa to match the relationship between adoption and age
implied by the regression in (20).33

4.4 Untargeted Moments

Table 5 reports the relative behaviours of firms in terms of exit, growth and R&D. Because firm
types are not directly observable in the data, I partition firms by two dimensions that are commonly
used in the literature: age and size. Young firms are taken to be firms that are less than 5 years of age
while small firms are taken to be those that employ fewer than the median number of employees.34

Table 5 shows that the model replicates common features of the data. Small and young firms
tend to be more innovative and grow faster, but also tend to exit at higher rates. Additionally, small
and young firms also tend to invest proportionally more in R&D.

5 Results

I use the calibrated model to quantify the sources of diffusion and the consequences for growth. This
analysis has two main goals. The first goal is to examine the aggregate consequences of diffusion.

33The model also implies a positive relationship between firm size and adoption, which is qualitatively similar to
the regression in (20).

34Measures of age and size are constructed in the simulated data identically as in the data. I take a firm to be
age 0 when it enters and record its age in years since this date. Similarly, I record size as the number of workers
employed by the firm at the end of the period. In the model, this is equal to

∑
j∈Jf `t(j).
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Table 5: Simulated Firm Characteristics

Exit Dif. Growth Dif. R&D Ratio
Young to Old 24.3 5.2 2.54
Small to Large 24.8 5.4 1.95

Notes: Based on simulated data corresponding to 1980-2000. Young firms are 5 years of age or less. Small firms are
smaller than the median firm in the economy. Exit is calculated as the probability of exiting the market in the next
period. Growth is calculated as the log change in sales between periods. R&D is calculated as total expenditure on
R&D across all activities divided by the number of product lines operated by the firm.

The quantitative model serves as a tool that aggregate the underlying channels. The second goal
is to explain the interactions of different channels of diffusion for growth and policy. This is done
by using the model to decompose the drivers of growth and diffusion by source. Counterfactuals
are used to consider the interactions between different channels and the consequences of policies
designed to encourage diffusion.

5.1 Growth

I begin by using the model to predict growth over the transition period. The calibration highlights
that growth increases in the long-run because ICT increases the innovative capacity of the economy.
However, growth falls over the transition generating a prolonged growth slowdown. Overall, the
technology has a small net positive effect on welfare compared to a counterfactual economy where
the economy remains on the traditional BGP.

To summarize the model, the introduction of the modern technology has ambiguous consequences
for growth. Adoption itself is associated with a large increase in product quality (λa) and provides
firms with a higher innovative capacity in that the modern technology is associated with a higher
growth BGP. Additionally, allowing firms to reallocate researchers to adoption increases R&D effi-
ciency because of convex costs. On the other hand, adoption crowds out other forms of R&D to the
extent that adoption is driven by indirect benefits from lower competition. Along the transition,
external innovation is more likely to fail since both technologies are used. This disincentivizes firms
from investing in external innovation and reallocates researchers to other R&D activities, which
lowers growth.

Figure 6 plots the growth implied by the model over the transition path.35 Growth initially
falls after the modern technology is introduced and continues to fall until the late 1980s when it
reaches 1.76%, a 15% fall from its initial value. The growth rate then begins to rise and eventually
converges to the long-run BGP level of 2.2%. It takes over 40 years for the economy to reach
the initial traditional BGP growth rate of 2.0%. Overall, the economy features a prolonged growth
slowdown where the average growth is around 1.84%. To better understand the decline in the growth

35Appendix C.2 compares the growth rate generated in the model with TFP growth in the data.
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Figure 6: Growth over Transition Path
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Notes: The figure reports growth by period over the transition period (1970-2010). Growth rate is calculated using
the model. The solid black line plots the growth rate over the period while the dashed red line plots the calibrated
BGP growth rate in the traditional BGP. The dotted black line extends the growth rate over future periods until
growth converges to the modern BGP.

rate, I decompose growth by source:

gt =
∑
θ

∑
κ

ft(κ, θ)zi,t(κ, θ)λ̄i,t(κ)︸ ︷︷ ︸
Internal

+
∑
θ

∑
κ

ft(κ, θ)zx,t(κ, θ)λ̄x,t(κ)︸ ︷︷ ︸
External

+ ze,tλ̄e,t︸ ︷︷ ︸
Entry

+
∑
θ

ft(T, θ)za,t(θ)λa︸ ︷︷ ︸
Adoption

(22)

where growth is composed into four parts: (1) internal innovation; (2) external innovation; (3)
adoption; and (4) entry. Table 6 decomposes the cumulative growth over this period into the four
channels.

The average annual growth over the transition period is 1.84%, compared with 2% in the tradi-
tional balanced growth path.36 Panel A of the table decomposes growth by R&D activity along the
transition path. Direct adoption accounts for only 1.3% of total growth from 1970 to 2010. The key
difference between the transition path and BGPs is the large decline of 33% (= 1.38−0.45

1.38 ) in external
innovation caused by incomplete innovative spillovers over the transition period.

The decomposition of the BGP growth also highlights the consequences of ICT for innovation
36An important caveat with this comparison is that its uncertain what would have happened to growth over this

period in the absence of ICT. That is, it is possible that growth would have slowed more than the 1.84% predicted
over the transition path.
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Table 6: Growth Decomposition

A. Transition B. Balanced Growth Path
Traditional Modern

Channel Avg. Growth Cont. Growth Cont. Growth Cont.
Internal 0.20 10.8 0.19 9.6 0.11 4.8
External 0.93 50.7 1.38 69.2 1.64 72.9
Entry 0.68 37.1 0.42 21.2 0.50 22.3
Adoption 0.03 1.3 0 0 0 0
Total 1.84 100 2.00 100 2.25 100

Notes: The table reports the growth decomposition by innovation types described in (22). All values in the table are
reported in percentages. Internal, external, adoption and entry refer to growth associated with each type of R&D.
Average growth (Avg. Growth) is calculated as the term in (22) integrated over the transition period. Growth rates
are annualized by dividing by the number of periods. Contribution (Cont.) is calculated as the growth attributable to
a single channel divided by total cumulative growth. Panel A takes the transition periods in the model corresponding
to 1970-2010. Panel B calculates value in the BGP for each type of technology.

(Panel B). The traditional and modern BGPs show the same broad patterns between the three types
of innovation. Growth tends to be dominated by external innovation and entry with a minor role
for internal innovation, consistent with the results of Akcigit and Kerr (2018).37 The comparison
shows that the role of innovation has shifted to be more intensive in external R&D. This matches
with the intuition that the introduction of ICT has lowered communication costs making it easier
to incorporate ideas external to the firm. This is consistent with Baslandze (2018) who shows that
the diffusion of ICT increased the interconnectedness of of innovations.

To further examine the relative importance of each channel over the transition, I decompose
the four channels into yearly contributions to aggregate growth. The decomposition shows several
trends (Figure 7). First, direct adoption contributes little to growth overall and declines over the
period. The cost of adoption R&D is comparatively high implying that the researchers used for
adoption R&D can be large, even if the growth associated with adoption is low.

Second, there is a U-shaped trend in in external innovation. This is explained by the change in
the relative benefits of external innovation over the period. The benefits from external innovation
depend on the composition of firms across technologies. Initially, most firms use the traditional
technology and so traditional firms invest in external R&D close to the BGP-level while modern
firms invest little in external R&D. As more firms adopt the modern technology this switches and
modern firms become the dominant source of external innovation. This switch occurs slightly after
the period of lowest growth. As the modern technology become diffused, modern firms increase
investment in external R&D until the modern BGP is reached. the trend in external innovation
contrasts the lack of trend in internal innovation. Firms invest relatively consistently in internal

37The results differ substantially from Garcia-Macia et al. (2016) who use a similar model to decompose the growth
of US manufacturing firms. The differences are likely a result of different samples of firms, in particular, the focus
on innovative firms here.
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Figure 7: Growth Decomposition by Innovation Type
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Notes: The figure reports the decomposition of growth by innovation type described in (22). Internal, external,
adoption and entry report growth associated with each type of R&D.

innovation as it does not directly depend on the fraction of firms using each type of technology.
Third, entry is hump shaped. The initial entry rate is lower than the BGP level because of entry

R&D being crowded out by adoption R&D. A counteracting factor is that the value of entry is
initially high because entrants are disproportionately likely to enter as modern firms, which are
relatively high value. However, this factor is quantitatively small and is dominated by adoption
motives. As external R&D falls, researchers are freed and reallocated to entry R&D. This occurs
until the modern technology begin to pick up, at which point researchers begin to be reallocated
back to external R&D.38

5.2 Drivers of Diffusion

Next, I use the model to decompose diffusion over the transition period to explain how firms drive
the diffusion of new technologies.

The decomposition highlights the role of individual channels for the long-term diffusion of new
technologies. This is in contrast to a majority of the literature that focuses on either a specific
channel (e.g. Parente and Prescott, 1994; Yorukoglu, 1998) or on aggregate measures of diffusion

38This decline is consistent with the decline in business dynamism in the US (see Decker et al., 2014). While the
trend in the early period is inconsistent with this trend. An explanation for the difference is that innovative firms
display different aggregate dynamics than other firms over this period. Similar to the model, the patent data shows
an initial increase followed by decline in rate of entry, which is qualitatively similar.
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(e.g. Gordon, 2000; Comin and Hobijn, 2010; Comin and Mestieri, 2018). The decomposition is
given by

dft(M)
dt

=
∑
θ

ft(T, θ)za,t(θ)︸ ︷︷ ︸
Direct Adoption

+ αeft(T )ze,t︸ ︷︷ ︸
Conversion by Entrants

+
∑
θ

[αx(M)zx,t(M, θ)ft(M, θ)f(T )− αx(T )zx,t(T, θ)ft(T, θ)ft(M)]︸ ︷︷ ︸
Expansion by Previous Adopters

(23)

where there are three main drivers of diffusion: (1) direct adoption by firms currently using the
traditional technology; (2) the change in the type of the product line by entrants; and (3) the
diffusion of the modern technology to new product line by the relative rates of external innovation
by modern and traditional firms. Table 7 lists the cumulative diffusion and contribution attributable
to each channel.

Table 7: Diffusion Decomposition

Channel Cum. Diffusion Contribution
(%) (%)

Direct adoption by non-adopters 13.2 18.3
Conversion by entrants 5.3 7.7
Expansion of prev. adopters 53.0 74.0
Total 64.5 100

Notes: The table reports decomposition and contribution of each channel in (23). The end of the period is 2010 in the
calculated transition path. Cumulative diffusion is calculated as the integral of the term over the period. Contribution
is calculated as cumulative diffusion of a term over total cumulative diffusion.

The decomposition highlights that the expansion of previous adopters is the dominant channel
accounting for over two-third of total diffusion. Direct adoption accounts for 18.3% of total diffusion
and conversion by entrants makes up the remaining 7.7%. However, Table 7 hides considerable
heterogeneity in the importance of the three channels over the period. Figure 8 plots the contribution
of each channel year-by-year. That is, in year t how much of the increase in modern products is
attributed to each channel.

The main takeaway in Figure 8 is that the importance of the channels changes over time. Initially,
direct adoption by incumbent firms is the most important driver of adoption. However, as firms age
and the remaining non-adopters become less capable of adopting, the importances of the channels
shifts and expansion by existing modern firms becomes the most important channel. Understanding
how the relative importance of these channels changes over time is important for understanding
the dynamics of diffusion and growth. The results show that focusing only on adoption is helpful
for explaining early stages of diffusion, but will lead to false conclusion later. This has important
implications for policy as it suggests that policies that promote adoption may backfire if implemented
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Figure 8: Diffusion Decomposition by Innovation Type
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Notes: The figure reports the decomposition of diffusion by innovation type described in (23). Adoption refers to
direct adoption za,t by T -type firms. Entry refer to conversion of product lines from T -types to M -types by entrants.
Expansion refers to the expansion of product lines managed byM -type firms relative to T -type firms. % Contribution
is calculated as the value of the term in period t divided by dft(M)

dt .

later in the diffusion of the technology.

Adoption Early diffusion is primarily driven by adoption. To explore this channel further, I
examine how the direct and indirect benefits of adoption change over the transition. In Section 2, I
show that adoption za is composed of a direct and indirect component. The direct component is the
increase in productivity firms receive following successful adoption. The indirect component is an
escape competition effect where firms adopt the new technology because it lowers the risk of losing
products (if δ(M) < δ(T )). Figure 9 decomposes adoption over the transition into these channels.

Figure 9 highlights substantial variation in the relative importance of the two channels over the
transition. The direct benefits to adoption are relatively stable as they depend on the value of
increasing the quality of products produced by a modern firm. The indirect channel depends on
the relative value of producing products with the modern and traditional technologies and declines
over the transition. Initially, the indirect benefits are high because firms face less competition when
using the modern technology because few other firms use it and traditional firms are unlikely to
displace modern firms. However, as more modern firms adopt the technology, competition increases
and the indirect benefits decline. Together, the two channels explain the decline in adoption over
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Figure 9: Decomposition of Adoption (za) by Channel
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Notes: The figure reports the decomposition of adoption za,t by direct and indirect channels. The direct channel
is calculated as the adoption za that is attributable to the increase in quality λa following adoption, calculated as∑
θ
λav̄t(M,θ)
ωtζaψa(θ) ft(T, θ). The indirect channel is calculated as the adoption za that is attributable to the relative value

of operating a modern and traditional firm, calculated as
∑
θ
v̄t(M,θ)−vt(T,θ)

ωtζaψa(θ) ft(T, θ).

the transition period.

5.3 Firm Heterogeneity

Firms differ in innovative types θ, which determines their ability to innovate and adopt the mod-
ern technology. The previous results highlight which type of R&D activities drive the diffusion of
new technologies. However, this diffusion may be concentrated in the actions of a relatively small
number of highly innovative firms or more broadly. Understanding this concentration is important
for understanding who diffuses new technologies and can inform policy. For example, the relative
concentration of diffusion indicates whether policy should be targeted to a few superstar firms or
to marginal adopters.

Firms are divided into three groups – high types θhigh, medium types θmed and low types θlow
where high types refer to firms with the highest value of θ, medium types to firms with the second
and third values of θ, and low types to refer to the remain values. This simplifies the figures and
language. Figure 10 plots the fraction of products owned by each group of innovative types in the
economy over the transition period. Fraction of products is used because it closely related to relative
economic activity of the group. The figure is divided into three panels that show the fraction of
products produced by firm types for (a) all firms; (b) only modern M -type firms; or (c) traditional
T -type firms. The fraction of products is normalized to one for both the modern and traditional
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panels.

Figure 10: Innovation θ-type Distribution over Transition
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Notes: The figure reports the relative frequency of innovative θ-types by number of product lines operated. Panel (a)
reports relative frequencies for all product lines in the economy, calculated as

∑
κ ft(κ, θ). Panel (b) reports only for

products managed by modern firms, calculated as ft(M,θ)
ft(M) . Panel (c) reports only for products managed by traditional

firms, calculated as ft(T,θ)
ft(T ) .

Initially, the economy starts at the traditional technology balanced growth path. Early on high
type firms are over-represented in the modern population and under-represented in traditional
population because these firms are disproportionately likely to adopt. Perhaps counter-intuitively,
this decreases over time as high type firms become more represented in the traditional population.
The reason for this trend is that external innovation by modern firms becomes more important later
in the transition period. This force tends to disproportionately push out low-type traditional firms
that tend to be smaller and consequently more likely to exit.

Figure 11 decomposes diffusion from direct adoption and expansion by firm type. Diffusion is
initially driven by adoption and predominately by high-type θhigh firms. Comparing Figure 10 and
11 shows that high-type firms are over-represented in their contribution to adoption. Similarly,
high-type firms clearly drive the majority of expansion in the latter half of the period.

The results give a clear description of the life-cycle of new technologies. Initially, high-type in-
cumbents adopt the new technology and drive the bulk of aggregate diffusion. As the technology
diffuses, the benefits of adoption decline along with the innovative capabilities of non-adopting
traditional firms. In contrast, modern firms are relatively innovative and external innovation be-
comes more attractive as more products are produced with the modern technology. This drives late
diffusion as expansion by modern firms pushes out traditional firms.

Role of Entry A recent literature focuses on the decline in business dynamism (Decker et al.,
2014). The motivating fact being that the rate of new business entry has declined over the past sev-
eral decades. This can potentially decrease the adaptability of the US economy to new opportunities
and hinder growth.
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Figure 11: Cumulative Adoption and Expansion by Innovative Type
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Notes: The figure reports the contribution to cumulative diffusion by innovative firm types, θ. Period t reports the
cumulative contribution up to period t. Panel (a) reports decomposition of adoption za,t by firm type. Panel (b)
reports decomposition of expansion of previous adopters relative to non-adopters. The decomposition is given in (23).

The previous results suggest that entry should not be a major concern. Of the three channels,
conversion by entrants is by far the least important (Figure 8). Table 7 reports that entrants account
for 7.7% of cumulative diffusion. However, this number understates the importance of entry as a
source of improving the firm distribution. As Figure 11 highlights, high-type firms disproportionately
drive the other two channels of diffusion. Entry can then play a larger role to the extent that it
contributes to improving the firm type distribution.

To quantify this mechanism, I consider a counterfactual economy where the entry rate is cut in
half along the transition path. The distribution of firms varies while other endogenous variables are
fixed at the baseline values.39 In this regard, the counterfactual captures a worst-case for the decline
in business dynamism where resources are wasted. The counterfactual also provides a measure of
the amplification mechanism of the firm type distribution for the importance of entry. Figure 12
graphs diffusion and growth in the counterfactual and baseline economies.

A back-of-the-envelope calculation using Table 7 suggests that halving entry should lower cumu-
lative diffusion by 2.6 percentage point (= 5.3

2 ). This is a fifth of the 13.0 percentage point decline
shown in Figure 12. Similarly, growth is lower in the counterfactual falling by 25.0% relative to the
baseline economy. This is also larger than the 18.2% (= 0.68∗0.5

1.84 ) fall predicted from simply looking
at the growth decomposition. Taken together the results suggest an important role for entry in
improving the distribution of firm types along the transition period.

This counterfactual ignores other general equilibrium effects that follow from lowering the entry
39Specifically, the R&D choices of firms are held constant.
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Figure 12: Entrant Firm-Type Counterfactual
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Notes: The figure reports counterfactual sequences over the transition period calculated. Panel (a) reports diffusion
of the modern technology calculated as the relative fraction of modern products ft(M). Panel (b) reports the growth
rate gt. Solid black line reports value in baseline economy and dashed red line reports value in counterfactual economy.

rate. Notably, entry affects the wage rate of researchers as well as the creative destruction rate. To
examine the full set of general equilibrium forces, I consider an alternative counterfactual in which
the entry rate is adjusted through a tax on the cost of entry given by:

(1− τe)ws,tψese,t.

The tax rates takes values of ±10% which roughly correspond to a 50% change in the initial entry
rate in either direction.40 This experiment takes a more optimistic view on the decline in business
dynamism by assuming that resources can be productively redirected. Figure 13 graphs the resulting
entry rates, diffusion and growth rate in the economies.

The results are the opposite of what is suggested by the first experiment. Decreasing the entry
rate with taxes actually increases diffusion over the period. On the other hand, increasing the entry
rate with taxes decreases diffusion. The result follow a straightforward intuition. The tax frees up
researchers that were being used for entry, which are then reallocated to other R&D activities that
increase diffusion.41

In addition, I calculate the consumption equivalent that households would give up in order to
avoid these policies for both counterfactual experiments. Formally, I calculate the consumption

40I also assume that the initial and final balanced growth paths have the same taxes on entry, such that they differ
from the baseline economy.

41An important caveat with this result is that the mass of researchers is held constant in the counterfactual
economies. The model abstracts from household occupational choices, which would lead to a change in the number
of researchers in the counterfactual economies.
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Figure 13: Full General Equilibrium Entrant Counterfactual
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Notes: The figure reports counterfactual sequences over the transition period calculated. Panel (a) reports diffusion
of the modern technology calculated as the relative fraction of modern products ft(M). Panel (b) reports the growth
rate gt. Solid black line reports value in baseline economy and dashed red line reports value in counterfactual economy.

equivalent ξ over a period T as
∫
t∈T

e−ρt log((1 + ξ)Ct)dt =
∫
t∈T

e−ρt log(C̃t)dt (24)

where [Ct] is the baseline sequence of consumption and [C̃t] is the counterfactual sequence. I consider
the consumption equivalents over two time horizons T : a shorter horizon from 1970 to 2010 and a
longer term horizon that includes all periods after 1970. Table 8 reports the consumption equivalents
from the experiments.

Table 8: Consumption Equivalent in Entry Counterfactuals

Description Tax Horizon
Short Long

Partial GE - -31.5% -81.1%
Full GE −10% 5.4% 18.5%

+10% -6.7% -17.6%

Notes: The table reports the consumption equivalent ξ calculated using (24) to compare the baseline and counterfac-

tual economies. Tax is the tax rate on entry costs considered in the full general equilibrium counterfactual. The short

horizon is the consumption equivalent calculated over the period 1970-2010. The long horizon is the consumption

equivalent calculated for all periods after 1970.

Taken as a whole, the results highlight the importance of firm heterogeneity and the allocation of
resources across innovative activities. With regards to the decline in business dynamism, the results
show that the source of the decline is crucial to understanding the consequences. To the extent
that the resources previously used for entry are used productively elsewhere, then it is unclear that
lower entry slows diffusion. However, if these resources are wasted then the economy will function
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more similarly to the first experiment and the decline in entry will reduce the adaptability of the
economy.

5.4 Policy

The quantitative results highlight that the diffusion of ICT results in a prolonged growth slowdown
followed by growth eventually increasing in the long-run. The growth slowdown is caused by a
reallocation of researchers from external innovation R&D to adoption and entry R&D. These results
suggest a that policy may help either shorten the period of low growth or minimize the decline in
growth over this period. In this section, I consider a number of policies designed to provide insights
into the direction of optimal policy and the costs of poorly designed policy.

High-Tech Subsidies The first policy is a subsidy to R&D expenditures of high-tech firms,
defined as firms using modern technology. This policy relates to interventions that either directly
or indirectly fund research activities in new technologies. Given that adoption is largely driven by
indirect private benefits to the firm, I also consider the effects of taxes aimed at discouraging R&D
by modern firms. Taxes look attractive to the extent that firms over-invest in adoption because of
indirect benefits.

The main assumption is that the policy-maker observes information related to the technology
used by firms and R&D expenses.42 Specifically, the R&D cost of firms is now given by

(1− τ(κ))ws,tsR

where τ(κ) is a subsidy to firms using technology κ, and R ∈ {i, x, a} is the type of R&D done by
the firm.43 The two cases considered are a subsidy and tax of 14% to modern (κ = M) firms. The
value of the subsidy corresponds to the optimal policy under the restriction that the subsidy is set
one-time in the first period.

Figure 14 graphs diffusion and growth in the counterfactual and baseline economies. There are two
main effects of the subsidy on diffusion. First, to increase the relative value of modern to traditional
firms and second, to reallocate researchers to R&D by modern firms. This results in more firms
adopting the technology early on under the subsidy because of the increase in the relative value
of successfully adopting. Similarly, later on diffusion is increased as modern firms tend to innovate
relatively more compared to the baseline economy because of the subsidy. On the other hand, the
tax tends to delay diffusion relative to the baseline economy, especially later in the transition when

42An alternative policy is to consider subsidies to adoption R&D. This assumes that the policy-maker can ob-
serve within firm allocations of R&D activities. If the policy-maker could not, then this policy would also subsidize
other R&D activities by traditional firms. This is similar in spirit to the misallocation experiments considered next.
Subsidies targeted to adoption R&D are considered in Appendix C.4.

43As a technical consideration the subsidy is financed by a lump-sum transfer from households.
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Figure 14: Evaluation of High-Tech. Subsidies
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Notes: The figure reports the counterfactual sequences of diffusion and growth over the transition period. Panel (a)
reports diffusion of the M -type technology calculated as the relative fraction of modern products, ft(M). Panel (b)
reports the growth rate, gt. The solid black line reports values in baseline economy while the dashed red line reports
values for the high-tech tax and the dotted blue line for the high-tech subsidy.

more firms use the modern technology.44

The subsidy causes the decline in growth to occur earlier compared to the baseline economy. This
also captures the main benefit of the subsidy in that it reduces the length of the transition path.
Table 9 reports the consumption equivalents for the subsidy. For the short-horizon (1970-2010)
the policy has a negative effect on welfare because it lowers growth earlier without compensating
for it later on. However, for the long-horizon this is offset by reaching the high-growth modern
balanced growth path earlier. Overall, this policy increases welfare by 1%. On the other hand,
the tax results in lower growth throughout the transition period. Conversely to the subsidy, the
tax prolongs diffusion causing a longer growth slowdown. In the short-run, the tax misallocates
researchers across R&D activities lowing growth relative to the baseline economy. The overall result
is that the tax lowers welfare in both the short and long-horizons.

Misallocation Given the importance of resource allocations, I explore the consequences of between-
firm allocations for diffusion and growth. This experiment relates to interventions designed to en-
courage marginal firms to adopt new technologies (e.g. small firm R&D subsidies). Alternatively,
this experiment can be thought of as quantifying the costs of frictions that prevent productive firms
from adopting new technologies (e.g. credit constraints).

44There is a slight increase in diffusion early in the period, which can be more pronounced under alternative
parameterizations. This is driven by the tax on modern firms causing lower entry and modern R&D resulting in
researchers being freed for R&D by traditional firms, including adoption.
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The counterfactual considers idiosyncratic firm- and R&D-specific subsidies. The cost of R&D
activity R (where R ∈ {a, i, x}) for a (κ, θ)-type firm is given by

(1− τR(κ, θ))ws,tsR,

where τR(κ, θ) is a type-specific subsidy. The average subsidy τR(θ) is set such that the entry rate
is equal to the calibrated value in the initial balanced growth path.45 Additionally, taxes are set
such that all firms with the same technology κ make the same R&D decisions. For example, this
implies that zx,t(κ, θ) = zx,t(κ, θ′) for any θ, θ′ ∈ Θ. Figure 15 graphs diffusion and growth over in
the counterfactual distorted economy relative to the baseline.

Figure 15: Evaluation of Misallocation
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Notes: Figure reports counterfactual sequences over the transition period calculated using the model. Panel (a)
reports diffusion of the modern technology calculated as the relative fraction of modern products ft(M). Panel (b)
reports the growth rate gt. Solid black line reports value in baseline economy and dashed red line reports value in
counterfactual economy.

The cumulative effect of the subsidies lowers cumulative diffusion by 47 percentage points and the
growth rate by an average of 17.6%. Figure 15 shows that the distortions unambiguously lower diffu-
sion over the transition period. Similarly, the growth rate of the distorted economy is substantially
lower than the baseline economy. This welfare costs are magnified by the slow diffusion resulting
in the high-growth modern BGP being reached much later in the distorted economy. Looking to

45As a technical note, I assume that any net subsidies collected by the government are transferred to households
in the form of a lump-sum transfer. The normalization above could also be considered as implicitly setting a subsidy
rate of τe = 0 on entry and setting the other taxes relatively. The overall normalization of the subsidies (including
the entry subsidy) does not change the results. Since the mass of researchers S is fixed, the wage rate will adjust to
clear the market and account for any level effects in the subsidies. This would not be the case if there was a extensive
margin of adjustment on R&D.
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the end of Figure 15b shows that the gap between the growth rate in the baseline and distorted
economy widens.

The misallocation counerfactual is also related to the misallocation literature that examines the
importance of resource allocation for productivity. This literature has focused on misallocation
caused by institutional distortions as an explanation for cross-country productivity differences.46

The dynamics consequences of these distortions have also been explored for hindering incentives
to invest in productivity (e.g. Bento and Restuccia, 2017; Chen et al., 2018) or adopt of new
technologies (Ayerst, 2016; Chen, 2018).47

The comparison of the baseline and distorted economies provides insight into the differences in
technology adoption and growth observed between developed and developing countries over time.
Comin and Mestieri (2018) find that developing countries tend to use recent technologies, such as
computers or the internet, much less intensively compared to developed countries. Additionally,
they argue that the gap in the intensity of use has been widening over the past century leading a
rise in between country inequality. Figure 15 suggests that this gap in intensity may be explained
by institutional distortions related to misallocation.

Spillovers The first two experiments give a negative picture of policies intended to help with the
diffusion of new technologies. The main takeaway is that policies designed to aid the adoption or
diffusion of new technologies may unintentionally cause resources to be misallocated across firms or
R&D activities. The cost of this misallocation can potentially outweigh the benefits from increasing
diffusion. At best, the welfare gains from reallocating resources are small.

The final set of policies I consider are the spillovers across technology groups, captured by αx(κ)
in the model. This parameter determines the probability that a firm using the κ technology is able
to build on a non-κ product. While these parameters are taken as primitives of the model in the
analysis, it is easy to imagine policies that would help (e.g. protection of intellectual property) or
harm (e.g. government protection of decline industries) spillovers. The counterfactual economy in
Figure 16 increases αx(M) or αx(T ) by 20 percentage points, which is around half the value of
αx(M) in the baseline calibration.48

The effects of the increasing spillovers differ dramatically between increasing the modern spillovers
αx(M) and the traditional spillover αx(T ). Increasing the modern spillover increases the rate of dif-
fusion and shortens the period of slow growth. Increasing αx(M) has two main consequences. The
first is that higher spillovers cause external innovation by modern firms to be more profitable at
every level of diffusion. Modern firms invest more in external innovation throughout causing faster
diffusion and growth to recover earlier. Additionally, more external innovations succeed causing a

46See Restuccia and Rogerson (2008) or Hsieh and Klenow (2009) for early contributions and Restuccia and
Rogerson (2017) for a review the literature.

47Similarly, Atkeson and Burstein (2018) emphasize the allocation of resources across different innovative activities
to raise aggregate growth in the economy.

48The results are similar qualitatively for different increases in the spillovers.
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Figure 16: Evaluation of Spillovers
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Notes: The figure reports counterfactual sequences over the transition period calculated using the model. Panel (a)
reports diffusion of the modern technology calculated as the relative fraction of modern products ft(M). Panel (b)
reports the growth rate gt. Solid black line reports value in baseline economy and dashed red line reports value in
counterfactual economy.

lower growth to fall by less overall. The second is that higher spillovers increase the value of modern
firms relative to traditional firms causing traditional firms to invest more in adoption R&D.

Increasing the traditional spillover αx(T ) has an almost opposite effect on the transition path. At
a first pass, increasing the traditional spillover looks like an ideal policy as it lowers the indirect ben-
efits from adoption and encourages external innovation by traditional firms. However, the aggregate
consequences are disappointing causing a decline in long-run welfare (Table 9). The consequences
of increasing αx(T ) for traditional firms are analogous to increasing αx(M) for modern firms. First,
external innovation by traditional firms becomes more profitable crowding out other forms of R&D
and slowing diffusion. This has a reinforcing effect as slower diffusion implies more traditional firms
causing external innovation by traditional firms to be more productive. The increase in external
innovation increases the short-run growth rate relative to the baseline economy. The increase is off-
set in the long-run by the economy transitioning slower to the high-growth modern BGP. Second,
higher spillovers increase the value of traditional firms relative to modern firms causing firms to
invest less in adoption, prolonging the transition period.

The results provide a cautionary lesson against delaying new technologies. In particular, policies
that protect declining industries from the advents of new technologies can be viewed as lowering
modern spillovers αx(M) and raising traditional spillovers αx(T ). These types of policies can look
beneficial in the short-run as they maintain the status quo and growth. However, they also delay
the benefits of new technologies and can have substantial long-run costs (Table 9).
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Table 9: Consumption Equivalent in Policy Counterfactuals

Description Horizon
Short Long

High-Tech Subsidy -2.1% 1.0%
High-Tech Tax -1.9% -10.3%
Misallocation -32.0% -75.1%
Modern Spillovers αx(M) 4.3% 40.1%
Traditional Spillovers αx(T ) 3.2% -13.3%

Notes: The table reports the consumption equivalent ξ calculated using (24) to compare the baseline and counter-
factual economies. The short horizon is the consumption equivalent calculated over the period 1970-2010. The long
horizon is the consumption equivalent calculated for all periods after 1970.

6 Robustness and Extensions

In this section, I consider the robustness of the main results to changes in the underlying parameters
and the model framework. I focus on two main sets of results: (1) the average growth rate over the
transition period and (2) the cumulative importance of the three channels of diffusion. Under each
of the alternative specifications, the model is recalibrated to match the same moments as in the
baseline calibration.

Trends in Researchers and Entry Two important trends in data are abstracted from in the
baseline calibration. The first is the decline in the entry rate of new firms over this period. The
second is the rise in skilled labour over this period. In the baseline results these factors are held
fixed to focus on the role of technology diffusion.

I extend the baseline model to include trends in both of these variables. Specifically, the stock of
researchers St is time-varying and increases linearly between from 1970 to 2010 such that S2010 =
1.5S1970. The entry rate is adjusted by taking the cost of entry to follow a two-stage process. In the
first stage, firms hire ψeze researchers to enter at rate ze as in the baseline model. In the second stage,
firms hire researchers χ(κ)ze as a setup cost. This cost is paid after the technology κ is realized,
but before the idea λ is realized. The traditional entry cost is normalized χ(T ) = 0. The setup cost
is a simple extension that allows the entry cost to vary between the two technologies. I target the
χ(M) to match an entry rate of 4.4% in the modern balanced growth path, which corresponds to
a 25% drop over the period.49

Table 10 presents the results from the alternative models. Qualitatively, the decompositions are
similar to the baseline. The main exception is that both trends increase the importance of direct
adoption relative to expansion by previous adopters. This is because both the increase in researchers
and cost of entry free resources early on that can be used for adoption by traditional firms. Both

49This exercise is fundamentally different from Section5.3, which evaluates a change to the entry rate holding
parameters fixed at the calibrated values.
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Table 10: Robustness of Main Results

Baseline Both Researchers Only Entry Only
Diffusion Decomposition (%)

Direct adoption 18.3 48.0 34.7 33.6
Conversion by entrants 7.7 6.1 6.8 6.7
Expansion of prev. adopters 74.0 46.0 58.7 59.9

Growth Decomposition (%)
Internal 10.8 12.4 11.2 11.6
External 50.7 47.9 47.3 48.6
Entry 37.1 35.4 38.4 36.7
Adoption 1.3 3.7 2.6 2.7

Growth Rate (%)
Transition 1.84 1.70 1.86 1.67
Long-Run 2.20 1.72 2.20 1.72

Notes: The table reports the main results under alternative calibrations. Both refers to trends in the mass of re-
searchers and alternative entry costs for traditional and modern firms. Researchers only refers to trends in only the
mass of researchers. Entry only refers to only alternative entry costs for traditional and modern firms.

channels together amplifies this results and allows direct adoption to become the dominant channel
of diffusion. The temporal pattern of diffusion remains with adoption being more important early
and expansion later.

The second major difference between the alternative and baseline calibrations is that the long-run
growth rate falls substantially when the entry rate is lowered. This is similar in nature to the decline
in growth observed in the entry counterfactuals. A caveat with the results is that the analysis in
Section 5.3 shows that the source of the decline in entry is important for determining its effects.
The alternative model in Table 10 takes a strong stance and assumes that it is purely driven by
increased costs of entry. Given the sensitivity of the growth rate to this results, it is important to
put this feature of the model in context.

Growth Rates and Spillovers Two key moments in the calibration are the BGP growth rates
and the spillovers between technologies. The BGP growth rate is inherently difficult to determine
because it is unclear what should be considered the traditional BGP in the data and the modern
BGP is never observed. On the other hand, I consider the sensitivity of the results to spillovers
because they are central to the main mechanisms in the model. In this regard, the sensitivity of the
results to spillovers could be considered as examining the extent of potential measurement error in
the data. For both the growth rates and spillovers, I consider a individuals changes in the moment
by 10% relative to the baseline calibration. This provides an sense of the elasticity of the results
with respect to the underlying data moments. Table 11 provides the results under the alternative
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calibrations. In all cases, the entire model is recalibrated using the same moments as in the baseline
calibration with the exceptions noted in the table.50

Table 11: Sensitivity to Different Growth and Spillover Targets

Baseline BGP Growth Spillovers
(1) (2) (3) (4) (5) (6) (7) (8)

Targets g(M) g(M) g(T ) αx(M) αx(M) αx(T ) αx(T )
1.8% 2.0% 1.8% +10% −10% +10% −10%

Diffusion Decomp. (%)
Adoption 18.3 18.9 18.6 17.6 10.6 26.2 19.0 17.7
Entry 7.7 7.8 7.8 7.9 7.8 7.9 7.8 7.7
Expansion 74.0 73.5 73.8 74.7 81.8 66.1 73.4 74.9

Growth Decomp. (%)
Internal 10.8 11.1 11.0 10.6 10.7 10.9 10.8 10.8
External 50.7 50.0 50.1 50.5 52.8 48.1 50.4 50.3
Entry 37.1 36.8 36.9 36.9 35.2 38.6 36.9 37.0
Adoption 1.3 1.5 1. 4 1.3 0.8 1.9 1.4 1.3

Growth Rate (%)
Transition 1.84 1.71 1.77 1.74 1.86 1.83 1.85 1.85

Notes: The table reports the main results under alternative calibrations. New targets are listed in the top rows along
with the corresponding parameters. Column (2) indicates that growth rates of 2% and 1.8% were used as targets in
the calibration of the traditional and modern BGPs. Column (5) indicates that the value of αx(T ) was held constant
and and αx(M) was increased by 10% relative to the baseline target.

The alternative growth calibrations are quantitatively close to the results under the baseline
calibration. This is perhaps unsurprising as the growth rate target is scaling the parameters more
or less equally. That is, higher growth implies more innovation, but not necessarily more internal
innovation or less adoption. Column (4) shows the largest difference with the baseline results. This
is driven by the large difference in the growth rate between the traditional and modern technologies.
When this difference increases, then the adoption cost ψa needs to increase to disincentivize firms
from adopting early causing a smaller role for adoption overall. This results in an even smaller role
for direct adoption.

The results are more sensitive to changes in the spillovers αx(T ) and αx(M), but do not change
substantially from the baseline calibration. Increasing spillovers in favour of the modern technology
by either increasing αx(M) or decreasing αx(T ) increases the importance of expansion for diffusion.
Modern firms become more attractive and so firms invest more in adoption and innovation R&D.

50Technically, the growth rate along the modern BGP is not directly targeted. Instead, the model is used to infer the
long-run growth rate. This is most sensitive to the moments related to differences in patent quality between adopting
and non-adopting firms in the data. For transparency, in the sensitivity analysis I target the modern growth rate
directly and remove the relative quality between modern and traditional patents as a target.
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To match diffusion in the data the calibration requires a higher cost of adoption ψa, which causes
the importance of direct adoption to shrink relative to expansion. This intuition also explains why
the results move in the opposite direction when spillovers are increased in favour of the traditional
technology. The table also highlights that growth tends to be higher in economies with larger
spillovers, but not by enough to counteract the growth slowdown.51

7 Conclusion

I examine the diffusion of new technologies and the consequences for innovation and growth. This
paper contributes along three dimensions. First, I extend the existing creative destruction framework
to include technology adoption and heterogeneity. The model highlights the allocation of resources
across firms and R&D activities. The allocations change over the transition path as the aggregate
diffusion of the technology determines the relative benefits of firms investing in different types of
R&D. Initially, the reallocation to adoption is strongest because the new technology provides the
most benefits in terms of decreasing risks of losing products. Additionally, firms initially invest
less in innovation because of incomplete spillovers between technologies. Later on, incentives to
adopt decrease while incentives to innovate increase as more firms use the new technology. At the
aggregate-level, the model highlights spillovers between technology groups, which is captured by
the rate at which firms build on products using the other technology.

Second, I use the intuition from the model to construct a broad measure of ICT diffusion using
patent data. This measure uses citations between patents to infer a distance of each patent to ICT,
capturing the idea that applications of ICT spurred innovation in other fields. This measure allows
me to quantify the diffusion of ICT more broadly than traditional measures while still retaining
the micro-level features of the data. I validate this measure by examining firm behaviour prior to
and following ICT adoption. Then, using this measure I document a number of facts related to the
diffusion of ICT.

Third, I calibrate the model and examine the consequences of interconnected channels of diffusion
quantitatively. In comparison to other quantitative studies, I include direct adoption, conversion by
entrants, and expansion by previous adopters as sources of diffusion. I find that both these channels
are important at different stages of the life-cycle of new technologies. Additionally, I provide a
new explanation for why growth falls following the introduction of new GPTs that relies on the
allocation of resources across R&D activities. The transition period is associated with a decline
in the aggregate growth rate, despite large productivity gains associated with adoption and an
increased long-run growth rate. The fall in growth coincides with a period of concerns about slowed
growth either because of the inadequacy of ICT relative to past innovations (Gordon, 2000) or

51Both sets of results can be reversed if the spillovers vary substantially from the baseline calibration. For example,
setting αx(T ) = 0.45 would reverse the importance of adoption and diffusion over the transition path. This is driven
by the cost of adoption ψa needing to fall considerably in order to incentivize firms to initially adopt the technology.
This alternative calibration features a relatively moderate slowdown with an average growth rate of 1.95%.
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slowing long-run growth.
The structure of the model is flexible and can be used to study other general purpose technologies

(e.g. artificial intelligence) or important technologies (e.g. green technologies). Another interesting
path for future work is to extend the framework to examine cross-country technology differences.
Comin and Hobijn (2010) and Comin and Mestieri (2018) document major gaps in technology lags
and intensities across countries. The results in Section 5.4 suggest that policy and institutional
frictions are important channels for the diffusion of new technologies. Formally modeling and mea-
suring these frictions could provide insights into the gap between the US and European uses of ICT
(Bloom et al., 2013) and how to remedy these issues. Another path for future research would be to
extend the model to examine cross-country spillovers between frontier and non-frontier countries.
Most models implicitly assume a single innovative frontier, such that all innovations in frontier
economies benefit non-frontier economies equally (e.g. Parente and Prescott, 1994). However, this
paper highlights that innovations do not perfectly spillover to other technologies. Recent innovation
in ICT or AI may be difficult to apply in non-frontier countries, resulting in a further divergence of
productivities.
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A Model Solutions

A.1 Balanced Growth Path Solution

In the balanced growth path (BGP) only one technology κ is used. To simplify notation, I drop the
κ superscripts as the two BGP equilibria are identical with regards to the system of equations. The
BGP equilibrium involves solving for the values {g, δ, ω, r}, investment rules {zi(θ), zx(θ), ze}, the
stationary distribution of innovative types f(θ), and the value function Vθ.

The solution to the household’s problem gives the standard Euler Equation g = r − ρ on the
BGP. Using the expression from (11), the growth rate is given by

g = λizi + λxδ

where δ is the creative destruction rate and is equal to δ = zx + ze.
I use the guess and verify method to solve for the value function Vθ. I guess that the value

function takes the form

Vθ(Q) =
∑
q∈Q

[Bθq̄ + vq]

where v is the franchise value of the firm that captures the net present value of operating the current
line of products owned by the firm taking into account any potential for future growth. The first
term Bθ is the option value of the firm that captures the potential for the firm to change the number
of operated product lines, which depends on the firm’s innovative type θ.

Substituting the above functional form into the firm’s dynamic problem and solving gives the
policy functions:

zi =
(
vλi
ωψiζi

) 1
ζi−1

,

zx(θ) =
(

(1 + λx)v +Bθ

ωψxζx

) 1
ζx−1

.

The value function is characterized by

(ρ+ g + δ)v = π̄ + ωψi(ζi − 1)
[
λiv

ωψiζi

] 1
ζi−1

(ρ+ δ + γu + γd)Bθ = ωψx(ζx − 1)
[

(1 + λx)v +Bθ

ωψxζx

] 1
ζx−1

+ γdBθh+1 + γuBθh−1

The franchise value of the firm v is independent of the firms type. This is because both the risk of
losing a product line δ and the cost of internal innovation are independent of the firms type θ. On
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the other hand, the option value of the firm is type-specific because the cost of external innovation
depends on the firm’s type.

Firms enter as the highest innovative type θH , so using the above expression for the value function
and the entry problem (6) yields the condition:

ωψe = (1 + λx)v +BθH ,

which equations the marginal cost of improving the the rate of entry ωψe with the expected value
of a firm that successfully enters (1 + λ̄x)v +BθH .

The innovative types across product lines ft(θ) is given by

dft(θ)
dt

=


ze,t + γuft(θH−1) + (zx,t(θH)− δt − γd) ft(θh) if θ = θH

γdft(θh+1) + γuft(θh−1) + (zx,t(θh)− δt − γd − γu) ft(θh) if θ ∈ {θ2, θ3, ..., θH−1}
γdft(θ2) + (zx,t(θ1)− δt − γu) ft(θ1) if θ = θ1

(25)

where the stationary distribution f(θ) solve the above expression for dft(θ)
dt

= 0 and when {ze, zx, δ}
are evaluated at their stationary values.

Finally, the market clearing condition for researchers implies the condition

S = ψeze + ψiz
ζi
i +

∞∑
θ∈Θ

ψx(θ)zx(θ)ζxf(θ)

A.2 Transition Path

The households problem again implies the Euler Equation r(t) = g(t) + ρ. The growth rate follows
from (11) and is given by

gt =
∑
κ

∑
θ

[
zi,t(κ, θ)λ̄i,t(κ, θ) + zx,t(κ, θ)λ̄x,t + za,t(κ, θ)λa

]
ft(κ, θ) + ze,tλx

Next, note that the rate at which firms lose products depends on their technology class κ. The loss
rate of a κ-type firm is equal to

δ(κ) = ze +
∑
θ

zx(κ, θ)ft(κ, θ) + αx(−κ)
∑
θ

zx(−κ, θ)ft(−κ, θ).

As the first step to solving the value function over the transition path, I characterize the discrete
time approximation for small intervals ∆t of time. For brevity, I write the problem of a firm with
technology κ to include adoption with the understanding that the benefit of adoption is equal to
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zero for modern firms. The discrete approximation of the value function is

V κ
θ (Q, t) = max

z

∑
q∈Q

[π̄q − wssi(zi, q)] ∆t− [wssx(zx) + wssa(za, q̃)] ∆t

+ exp{−rt+∆t∆t}



∑
q∈Q [(zi∆t)V κ

θ (Q+, t+ ∆t) + (δt(κ)∆t)V κ
θ (Q−, t+ ∆t)]

+ (zx∆t)Vκθ (Q, t+ ∆t) + (za∆t)V M
θ ({q(1 + λa)}, t+ ∆t)

+ (γu∆t)V κ
θh+1

(Q, t+ ∆t) + (γd∆t)V κ
θh−1

(Q, t+ ∆t)
+(1− zc∆t)V k

t+∆t(Qf , t+ ∆t)

+ o(∆t)

where 1 − zc∆t is the probability that the firm experiences no shock - innovation, product loss,
adoption, change of type - over the interval ∆t.

Similar to the BGP equilibrium, I solve the value function using the guess and verify method. I
guess that the value function takes the form:

V κ
θ (Qf , t) =

∑
q∈Q

[Bt(κ, θ)q̄ + vt(κ, θ)q]

where q̄ is the average quality in the current period t. Using the above guess, the implied policy
functions from the firms problem are given by:

zi,t(κ, θ) =
[
e−r∆t

vt+∆t(κ, θ)λi(κ)
ωψi(κ)ζi

] 1
ζi−1

zx,t(κ, θ) =
[
e−r∆t

(1 + λ̄x,t(κ))vt+∆t(κ, θ) + ft(κ)Bt+∆t(κ, θ)
ωψx(κ, θ)ζx

] 1
ζx−1

za,t(κ, θ) =
[
e−r∆t

vt+∆t(M, θ)(1 + λa)− vt+∆t(κ, θ)− ϕt
ωψa(κ, θ)ζa

] 1
ζa−1

and the value functions are described by:

vt(κ, θ)− e−rt+∆t∆tvt+∆t(κ, θ) =
[
π̄ − ωtψi(κ)zi,t(κ, θ)ζi − ωtψa(κ, θ)za,t(κ, θ)ζa

]
∆t

+ e−rt+∆t∆t


(zi,t(κ, θ)∆t)vt+∆t(κ, θ)λi − (δt(κ)∆t)vt+∆t(κ, θ)

+(za,t(κ, θ)∆t) [(1 + λa)vt+∆t(M, θ)− vt+∆t(κ, θ)]
+γuvt+∆t(κ, θh+1) + γdvt+∆t(κ, θh−1)

+ o(∆t)

Bt(κ, θ)− e−rt+∆t∆tBt+∆t(κ, θ) = −ωtψx(κ, θ)zx,t(κ, θ)ζx∆t

+ e−rt+∆t∆t

(zx,t(κ, θ)∆t)
[
(1 + λ̄x,t(κ))vt+∆t(κ, θ) + B̄t+∆t(κ, θ)

]
− (δt(κ)∆t)Bt+∆t(κ, θ)

+γuBt+∆t(κ, θh+1) + γdBt+∆t(κ, θh−1)

+ o(∆t)
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where

λ̄x,t(κ) = αx(κ)(1 + λx) + ft(κ)(1− αx(κ))(1 + λx)
q̄t(κ)
q̄t

B̄t(κ, θ) = (αx(κ) + ft(κ)(1− αx(κ)))Bt+∆t(κ, θ)

Note that the value function in the M -BGP takes the same form as the value function above.
Through repeated substitution, it then follows that the components {v̄(κ, θ), B(κ, θ)} at any point
on the transition path will satisfy the structure initially guessed. Next, taking the limit as ∆t goes
to 0 implies that the value function is described by the differential equations:

rtvt(κ, θ)− v̇t(κ, θ) = π̄ + ωtψi(κ)(ζi − 1)zi,t(κ, θ)ζi + ωtψa(κ, θ)(ζa − 1)za,t(κ, θ)ζa

− δt(κ)vt(κ, θ) + γuvt(κ, θh+1) + γdvt(κ, θh−1)

rtBt(κ, θ)− Ḃt(κ, θ) = ωtψx(κ, θ)(ζx − 1)zx,t(κ, θ)ζx

− δt(κ)vt(κ, θ) + γuBt(κ, θh+1) + γdBt(κ, θh−1)

Entrants enter with the highest innovative type θH . Because of the way technology is chosen at
entry, an entrant will be a modern type with probability ft(M) + αeft(T ). Additionally, note that
entrants draw from the distribution of external innovations based on their technology type. The
entry condition can be written as

ωψe = (ft(M) + αeft(T )) [vt(M, θH) +Bt(M, θH)] + (1− αe)ft(T ) [vt(T, θH) +Bt(T, θH)] .

The expected value of entry then depends on the relative value of the modern and traditional
firm types. Following the introduction of the new technology, entry may rise then if the modern
technology is relatively valuable and αe > 0. On the other hand, if the increased demand for
researchers increases the wage of researchers ωt, then entry may fall as it is more expensive to enter.

Market clearing requires

S =
∑

κ∈{T,M}

∑
θ∈Θ

[
ψi(κ)zi,t(κ, θ)ζi + ψx(κ, θ)zx,t(κ, θ)ζx + ψa(κ, θ)za,t(κ, θ)ζa

]
+ ψeze,t

Note that the market clearing condition is similar to the BGP condition.
Given the paths of the state variables, the above equations then implicitly characterize the

allocations and decisions of firms along the transition path. Next, I characterize the evolution of
the aggregate states over the transition paths.

Aggregate States For each (κ, θ) firm type, there are two aggregate states that need to be
tracked over the transition path: the average quality of product lines within this group q̄t(κ, θ)
and the mass of firms within this group ft(κ, θ). In the model, there are six events that affect the
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evolution of these states:

1. Internal innovation by firms of the same (κ, θ)-type;

2. External innovation by firms of the same (κ, θ)-type;

3. External innovation by firms of the other (κ, θ)-types;

4. Entry;

5. Exit;

6. Change in innovative θ-type.

Each state variable is affected by a subset of these actions. Next, the evolution of innovative h-types
across product lines is relatively simple by comparison. For the κ-type technology the law of motion
is given by

dft(κ, θ)
dt

=



ze,tft(κ)(1− αe) + γuft(T, θH−1)
+ (zx,t(T, θH)− za,t(T, θH)− δt(κ)− γd) ft(T, θH)

if θ = θH and κ = T

ze,t(ft(M) + αeft(T )) + γuft(M, θH−1) + za,t(T, θH)ft(T, θH)
+ (zx,t(M, θH)− δt(M)− γd) ft(M, θH)

if θ = θH and κ = M

γdft(κ, θh+1) + γuft(κ, θh−1) + za,t(−κ, θh)ft(−κ, θ)
+ (zx,t(κ, θh)− za,t(κ, θ)− δt(κ)− γd − γu) ft(κ, θh)

if θh ∈ {θ2, θ3, ..., θH−1}

γdft(κ, θ2) + za,t(−κ, θ1)ft(−κ, θ1)
+(zx,t(κ, θ1)− za,t(κ, θ1)− δt(κ)− γu)ft(κ, θ1)

if θ = θ1

The final state is the evolution of the average qualities of (κ, θ)-type firms. Recall that q̄t(κ, θ)
takes value 0 if the product line is operated by a non-(κ, θ)-type firm. This implies that the expected
value of a product line, conditional on being operated by (κ, θ)-type firm is q̄t(κ,θ)

ft(κ,θ) . The law of motion
for average quality of (κ, θ)-type firms is given by

dq̄t(κ, θ)
dt

= zi,t(κ, θ)q̄t(κ, θ)λi(κ)

+ zx,t(κ, θ)ft(κ, θ) [αx(κ)(1 + λx)q̄t + (1− αx(κ)) (q̄t(κ) + λxft(κ)q̄t)]

− δ(κ)q̄t(κ, θ)

+ za,t(−κ)(1 + λa)q̄t(−κ, θ)− za,t(κ)q̄t(κ, θ)

− (γu + γd)q̄t(κ, θ) + γuq̄t(κ, θh−1) + γdq̄t(κ, θh+1)

+ Entryt(κ, θ)
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where −κ is the non-κ technology and the term Entryt(κ, θ) is defined as

Entryt(κ, θ) =


0 if θ 6= θH

ze,t [αe(1 + λx)q̄t + (1− αe)(q̄t(κ) + λxft(κ)q̄t)] if (κ, θ) = (M, θH)
ze,t(1− αe)(q̄t(κ) + λxft(κ)q̄t) if (κ, θ) = (T, θH)

and where q̄t(κ) = ∑
θ
ft(κ,θ)
ft(κ) q̄t(κ, θ) is defined as the average value of qualities over the κ technology

class. Again, recall that za,t(M, θ) = 0 and is included so that the expression can be written
parsimoniously.

Algorithm Solving the transition path involves solving for the sequence of value functions {vt, κ, θ), Bt(κ, θ)}
and aggregate states {ft(κ, θ), q̄t(κ, θ)} for each firm-type (κ, θ) for each period in the transition
path t ∈ [0, t̄]. I use a modified version of the algorithm from Acemoglu et al. (2016).

I solve the discrete approximation to the transition path equilibrium for a small interval ∆t = 0.10
for 1,100 periods. I initialize the economy at the traditional T -BGP and introduce the modern
M -type technology in period t = 0. Prior to its introduction, firms do not expect the invention
or introduction of the modern technology. Following its introduction, firms become aware of the
properties of the technology as well as the evolution of the aggregate states over the transition
period. For the baseline results, I assume that the modern technology becomes fully diffused by the
final period. Note that this period roughly corresponds to the year 2080 in the data.

I solve the transition path using the following algorithm:

1. Guess a sequence of value functions {vt(κ, θ), Bt(κ, θ)} over the transition path. I take the
starting point to be BGP values for each technology in all periods.

2. Starting in period 0, solve the economy forward using the the guess of the value functions and
the discrete approximations for the firm R&D decisions. Update the states using the solutions
for the firm R&D decisions.

3. Using the updated policies and states, solve backwards over the transition path for the value
functions.

4. Check convergence of value functions.

For the firm simulation, I start the economy in the traditional BGP for 120 periods prior to the
introduction of the modern technology. I then simulate the firms over the transition path taking
the value functions and policy functions as well as the evolution of aggregate states from the solved
transition path.
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B Additional Empirical Results

B.1 Distance Cutoff

To estimate the appropriate distance to cutoff ICT-related patents, I perform a variation of the
exercise in Section 3 in which I examine firm-level responses to adoption based on different measures
of distance.

I construct five groups of patents corresponding to distances 0 through 4 links away from the
computers and communication technology class. To construct these groups, I first construct the
measures of adoption following the procedure described in the main text using distances 0 through
4 - refer to as set 0 through set 4. I construct the group of distance 0 adopters as the set of firms in
the corresponding group. I then construct the group of distance 1 adopters as the set of firms that
are in the set 1 but not in set 0. These are the firms that qualify as adopters when the distance
cutoff is 1, but not when the distance cutoff is 0. I repeat this process for the remaining three
groups. Table 12 reports the number of adoption observations that correspond to each distance.

Table 12: Distance to ICT

Distance Observations
0 624
1 244
2 231
3 181
4 179

I examine the relationship between firm-level labour productivity growth and adoption following
the same procedure as in the main text, but allowing for the distance cutoff d̄ to vary. I construct
the set of ICT-related patents as

PM = ∪d̄d=0Pd.

and estimate

gf,t = β0 + βAAdoptf,t + Xf,tβX + Γs + Γt + εf,t

where Adoptt is constructed as in the baseline results as the year in which a firm’s patent portolio
exceeds 10% modern patents. The same controls and fixed effects are included as in the main text.
Table 13 presents the coefficients βA for different values of d̄.

The underlying assumption in this analysis is that further distances are not capturing actual
adoption and so they should not be associated with a reallocation of resources. Table 13 shows that
labour productivity responds positively to groups associated with distance cutoffs d̄ = 2 and d̄ = 3
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Table 13: Distance Cutoff

(1) (2) (3) (4) (5)
Dependent Variable: Growth in Sales / Employee
Distance d̄ = 0 0.0178

(0.0255)

Distance d̄ = 1 0.0411
(0.0217)

Distance d̄ = 2 0.0532∗∗
(0.0193)

Distance d̄ = 3 0.0463∗
(0.0203)

Distance d̄ = 4 0.0371
(0.0211)

Observations 16182 16454 16454 16454 16454
R2 0.173 0.032 0.032 0.032 0.032
Standard errors in parentheses
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Notes: Dependent variable is growth in labour productivity (= sales / employment) for each column. Robust standard
errors clustered at the firm-level. All regressions include sector (4 digit SIC) and year fixed effects. Controls include
patent citations, firm age, log employment, research stock and R&D intensity.

while the cutoff d̄ = 1 is close to the 5% cutoff. Based on these results, I set the cutoff to d̄ = 3 for
the empirical analysis.52

B.2 Other Empirical Results

Intensive and Extensive Margins The distribution of patents is the empirical analog of the
distribution of innovations (improvements on [q(j)]1j=0) in the model. Then, the average quality of
the modern innovations λ̄t(M)q̄t(M) corresponds to the number of (citation-weighted) ICT-related
(or modern) patents in the data. The first margin that I examine is the relative importance of
extensive and intensive margins of diffusion.

An innovation that improves quality by λt = q′t(j)−qt(j)
q̄t

will, on average, generate a patent that
receives a proportional number of citations. The average number of M -type citations in period t

52Additionally, I examine employment growth as an alternative outcome. In general, employment is more responsive
to this measure of adoption than labour productivity. The results show that higher distances become statistically
significant predictors of changes in employment growth. To further examine this, I consider the predictive power of
only firms that adopt based on a specific definition (i.e. the marginal firms that are added when d̄ is increased). This
leads to similar results in Table 13 where distances less than d̄ = 3 are statistically significant predictors of increases
in employment growth, while higher distances are not.
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can be written as the combination of an intensive and extensive margin:

λ̄t(M)q̄t(M) = ft(M)︸ ︷︷ ︸
Mass of Products

∗
(
λ̄t(M)q̄t(M)

ft(M)

)
︸ ︷︷ ︸

Avg. Quality

(26)

where λ̄t(M) is the average step size for an modern M -type patents in year t. The right-hand side
of the above expression shows that a rise in M -type citations is due to either a rise in the number
of M -type patents (extensive margin) or a rise in the average quality of these patents (intensive
margin). Figure 17 graphs the extensive and intensive margins.

Figure 17: Intensive and Extensive Margins of Diffusion
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Notes: The figure graphs intensive and extensive margins of diffusion. Average quality of patents is measured as the
number of citations received on patents within each group divided by the number of patents within each group. The
total number of unweighted patents is normalized to one in each period (ft(M) + ft(T ) = 1). The total mass of
citations per patent is also normalized to one in each period (

∑
κ λ̄tq̄t(κ) = 1).

The data shows that there has been relatively no change in the intensive margin of adoption
over this period, while there has been a substantial change in the number of M -type patents issued.
Figure 17a shows a similar decline in both the average quality of M -type and T -type patents over
this period. This implies that the majority of diffusion over this period is driven by an increase in
the fraction of patents that are ICT-related (Figure 17b).

Technology Classes The decomposition between intensive and extensive margin in (26) shows
that the majority of the increase in ICT-related patents was driven by the extensive margin. To fur-
ther explore this relationship, I consider how much of diffusion is driven adoption in new technology
classes rather than expansion by previously adopting technology classes.

This analysis focuses on more disaggregate technology subclasses of patents, for which there
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are over 150,000 unique classes. one view of these subclasses would be that they correspond more
closely to the individual products j in the model than products in the previous decomposition. To
classify subclasses as modern, I follow a similar rule as the classification of firms in the main text.
Specifically, I consider a modern subclass to be any subclass where over 25% of citations generated
by that subclass in the current year are associated with modern patents.53 This captures the idea
that beyond a certain point, the use of a technology becomes well-understood within the subset of
products and is easily adapted to new products

The extensive margin of diffusion is the fraction of modern (ICT-related) technology subclasses
while the intensive margin is the relative number of citations generated by these subclasses. Figure
18 decomposes diffusion across subclasses by each channel.

Figure 18: Extensive and Intensive Margins of Diffusion - Technology Class
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Notes: The figure graphs intensive and extensive margins of diffusion. Average quality of patents is measured as the
number of citations received on patents within each group divided by the number of patents within each group. The
total number of unweighted patents is normalized to one in each period (ft(M) + ft(T ) = 1). The total mass of
citations per patent is also normalized to one in each period (

∑
κ λ̄tq̄t(κ) = 1).

The figure provides a qualitatively similar story as in the previous decomposition. That is, the
diffusion of the modern technology is primarily driven by the extensive margin. In this case, diffusion
is driven by the expansion of ICT-related ideas to new technology subclasses, rather than subclasses
that use the technology becoming more highly cited over time.

Discussion The results highlight that diffusion is driven by the extensive margin in the sense that
the modern technology become widely used by expanding to new innovations and technology classes.
This provides a check on the main structure of the model. For example, an alternative model may
have diffusion occurring through a concentration of activity in existing ICT-using sectors. Over time
these sectors grow because they are more able to produce high quality innovations. These features
would be inconsistent with the rise in the extensive margin found in the data.

53Alternative cutoffs provide similar results.
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B.3 Robustness of Main Results

A central result in the empirical analysis is the relationship between firm-level productivity growth
and adoption. This serves to validate the measure and is also used as a target in the calibration. I now
consider the robustness of this result to alternative specifications and controls. For the robustness
exercises, I consider a simpler specification given by

gXf,t = β0 + βAAdoptf,t + Xf,tβX + Γs + Γt + εf,t (27)

where gXf,t is the growth in variable X in period t; Adoptf,t is a dummy variable with value 1 if
firm f adopts the technology in year t; Xf,t is a set of firm-level control variables; Γs is a sector
(or firm) fixed effect; and Γt is a year fixed effect. Additionally, in some specifications I include two
adoption lags to measure the total response of growth to adoption. This choice follows the baseline
results where only the two years following adoption yield statistically significant responses in terms
of growth.

Table 14 presents robustness of the main firm-level regression under several different specifica-
tions. Column (1) is the baseline for the robustness analysis and presents the response of growth in
sales per employee using the same controls as in the main text. Column (2) considers an alternative
measure of R&D intensity, which only includes firms that directly report R&D expenditure.54 This
drops the sample size by about a third and lowers the significance of the adoption coefficient (βA)
to the 10% level. Column (3) includes the log assets as an alternative measure of firm size. The
concern being that in the baseline employment is included in both the left and right-hand sides of
the regression. Columns (4) and (5) includes an dummy variable for whether the firm was a previous
adopter of the technology to test whether long-run growth changes at the firm-level. As in the main
text, the results indicate that the rise in productivity growth is short-lived.

Table 15 reports the results from the regression using different sets of controls. In particular, I
examine how changing the sector-level fixed effect changes the results. Columns (2) and (3) present
the results using 2- and 3-digit SIC fixed effects. The results remain. Columns (4) and (5) present
the results using firm-level controls. Again, the results are mostly unchanged. Column (5) shows
that the overall effect on growth is smaller than the baseline result, but is still quantitatively large.

Table 16 reports the results from estimating (27) using the growth of different variables as the
outcome. In particular, I examine the effects of adoption on sales, employment, capital stock, and
the capital-employment ratio. columns (1) to (4) are consistent with the main results suggesting
that adoption is followed by a large increase in growth. Column (5) explores a potential explanation
for the increase in growth by examining the change in the capital-labour ratio. However, there is
no significant change in the capital-labour ratio around the time of adoption.

As a final check on the results, I extend the number of pre- and post- periods included in the
analysis to 10 periods. Figure 19 plots the coefficients for the extended period. The graphs in the

54Note that in the baseline case, a firm that does not report R&D is considered to have not done R&D.
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Table 14: Alternative Specifications

(1) (2) (3) (4) (5)
Dependent Variable: Growth in Sales / Employee
Adopt (βA) 0.0498∗ 0.0491 0.0500∗ 0.0447 0.0646∗∗

(0.0226) (0.0254) (0.0226) (0.0231) (0.0229)

Adopt t− 1 0.0686∗∗∗
(0.0201)

Adopt t− 2 0.0603∗∗
(0.0201)

Prev. Adopt 0.0106 -0.00900
(0.00902) (0.00885)

Firm Controls
Baseline YES NO NO YES YES
Alt. R&D NO YES NO NO NO
Alt. Size NO NO YES NO NO

Other Controls
Year YES YES YES YES YES
Sector YES YES YES YES YES
Observations 16454 11927 16454 16454 16454
R2 0.046 0.049 0.046 0.046 0.048
Standard errors in parentheses
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Notes: The table reports the robustness of the main results to alternative specifications. Baseline firm-level controls
include: the number of forwards citations receive by the firm in year t; the firms age in year t; the log number of
employees in year t; the research stock in year t measured as the discounted sum of previous R&D; and the R&D
intensity in year t measured as firm expenditure on R&D divided by sales. Unreported R&D is taken to be equal to 0.
Alt. R&D controls include all previously mentioned control, but removes firms that do not report R&D expenditure.
Alt. Size includes all baseline controls except log number of employees is replaced with log assets.

figure is consistent with the results highlighted in the main text as the new periods are statistically
different from zero.

B.4 Placebo Groups

A potential concern with the measure of ICT-related patents is that the links between patents are
correlated with some other aspect of innovation that are not specific to ICT. To address this concern,
I consider several placebo groups and use them to construct alternative measures of adoption. I then
perform the same analysis on the placebo groups as on the baseline measure of ICT diffusion. The
hypothesis is that these groups should not be predictive of firm growth as they are unrelated to the
adoption of ICT. On the other hand, if there is an underlying variable picked up by the construction

69



Table 15: Alternative Controls

(1) (2) (3) (4) (5)
Dependent Variable: Growth in Sales / Employee
Adopt βA 0.0498∗ 0.0509∗ 0.0520∗ 0.0471∗ 0.0770∗∗

(0.0226) (0.0225) (0.0224) (0.0219) (0.0247)

Adopt t− 1 0.0434∗
(0.0202)

Adopt t− 2 0.0279
(0.0203)

Sector Controls
SIC4 YES NO NO NO NO
SIC3 NO YES NO NO NO
SIC2 NO NO YES NO NO
Firm NO NO NO YES YES

Other Controls
Baseline YES YES YES YES YES
Year YES YES YES YES YES
Observations 16454 16458 16463 16182 16182
R2 0.046 0.039 0.031 0.169 0.170
Standard errors in parentheses
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Notes: The table reports the robustness of the main results to alternative specifications. Baseline controls include:
the number of forwards citations receive by the firm in year t; the firms age in year t; the log number of employees
in year t; the research stock in year t measured as the discounted sum of previous R&D; and the R&D intensity in
year t measured as firm expenditure on R&D divided by sales. Unreported R&D is taken to be equal to 0. SICX
indicates fixed effects at the SICX sector level while Firm indicates firm-level fixed effects. Note that age is dropped
as a control when firm-level fixed effects are included.

of the ICT group, then these groups should also pick this up and yield positive results. In partic-
ular, I consider five placebo groups corresponding to other technology classes (Chemicals, Drugs,
Electronics Mechanics, and Other). Other than the technology class, these groups are constructed
following an identical methodology as with the baseline group. Table 17 presents the results.

The results in Table 17 show that only the Computers & Communications and the Electronics
technology classes predict positive response in the growth rate of labour productivity following
adoption. However, this indicates that the Computers and Communication group may be simply
correlated with the Electronics group resulting in the positive coefficient. To test this, I run a
“horse-race” against the six groups. Column (7) clearly shows that the result of this is that the
results hold for the Computers & Communications group, but not for the Electronics group.
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Table 16: Alternative Growth Outcomes

(1) (2) (3) (4) (5)
Dependent Variable gSales gEmp. gCap. gSales/Emp. gCap./Emp.

Adopt βA 0.102∗∗∗ 0.0396∗∗ 0.0377∗ 0.0498∗ 0.0200
(0.0263) (0.0136) (0.0189) (0.0226) (0.0164)

Controls
Baseline YES YES YES YES YES
Sector YES YES YES YES YES
Year YES YES YES YES YES
Observations 17332 16803 15763 16454 15401
R2 0.108 0.106 0.109 0.046 0.015
Standard errors in parentheses
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Notes: The table reports the robustness of the main results to alternative specifications. Baseline controls include:
the number of forwards citations receive by the firm in year t; the firms age in year t; the log number of employees
in year t; the research stock in year t measured as the discounted sum of previous R&D; and the R&D intensity in
year t measured as firm expenditure on R&D divided by sales. Unreported R&D is taken to be equal to 0.

C Additional Quantitative Results

C.1 Jacobian

Table 18 reports the elasticities of the model moments with respect to the parameters. Specifically,
the values reported are the percentage changes in the moments resulting from a 10% change in
parameter. I focus on the parameters for the calibration along the balanced growth path as the
moments for the transition path tend to correspond more closely with individual moments. I omit
the analogue of Table 18 for the BGP where only theM -type technology is used as it is qualitatively
similar.

C.2 Other Moments

Table 19 compares the moments computed in the balanced growth path and along the transition
path. The moments in the transition path are computed over the 1980 to 1985 and 1996 to 2000,
which corresponds to the data period. The tables shows that the qualitative features of the model
are maintained through the transition period. With the exception of the entry rate, the magnitude
of moments in the balanced growth path and transition path match fairly well.

Growth Rate Figure 20 plots the growth rate generated in the model against the growth rate of
productivity (TFP) in the data. The caveat with this comparison is that the model is not designed
to replicate productivity in the data. With this in mind, the comparison is meant to highlight that
the model can generate similar broad trends as in the data and to show that the data does not
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Figure 19: Labour Productivity Growth Before & After Adoption - Long Horizon
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Notes: Figure plots the coefficients βA,s from the regression in (18) extended to include 10 years prior and following
adoption. Year t− 1 should be read as the year prior to the adoption of the new technology. Average growth in Sales
/ Emp. is 0.0584.

contradict the main growth predictions.
The model has trouble matching a couple of features of the data. First, the decline in growth in

the data begins earlier than in the model. This could be related to non-modeled factors that cause
growth slowdowns. Second, the model cannot generate the decline in productivity in the late 2000s.
This is perhaps unsurprising given that this period coincides with the financial crisis.

Despite this, the model generates a prolonged growth slowdown that is qualitatively consistent
with the data. It is important to note that while there is an increase in productivity in the late
1990s and early 2000s, productivity never recovers to the initial level . This is consistent with the
model where it takes several decades before the growth rate fully recovers.

C.3 Alternative Growth Decomposition

Growth can also be decomposed by the type of firm responsible for the growth. Formally, the
decomposition is given by

gt =
∑
θ

ft(M, θ)
[
zi,t(M, θ)λi(M) + zx,t(M, θ)λ̄t(M)

]
︸ ︷︷ ︸

M -type Firms

+
∑
θ

ft(T, θ)
[
zi,t(T, θ)λi(T ) + zx,t(T, θ)λ̄t(T )

]
︸ ︷︷ ︸

T -type Firms

+ ze,tλ̄e,t︸ ︷︷ ︸
New Entrants

(28)
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Table 17: Labour Productivity Growth and Adoption

(1) (2) (3) (4) (5) (6) (7)
glp glp glp glp glp glp glp

AdoptChem -0.00140 0.00844
(0.0256) (0.0253)

AdoptC&C 0.0563∗ 0.0523∗
(0.0225) (0.0267)

AdoptDrug -0.0407 -0.0498
(0.0337) (0.0326)

AdoptElec. 0.0448∗ 0.0376
(0.0221) (0.0260)

AdoptMech. -0.0208 -0.0490∗
(0.0216) (0.0234)

AdoptOther 0.0141 0.0186
(0.0232) (0.0259)

Observations 16454 16454 16454 16454 16454 16454 16454
R2 0.031 0.032 0.032 0.032 0.031 0.031 0.032
∗ p < 0.05, ∗∗ p < 0.01, ∗∗∗ p < 0.001

Notes: Standard errors in parentheses. Controls include the full set of sector (SIC4) and year fixed effects, weighted
citation count, firm age, log number of employees, research stock, first patent dummy.

where growth is composed of three parts: (1) modern M -type firms; (2) traditional T -type firms;
and (3) new entrants. Entrants here only include the growth generated by firms as they enter
the economy. I attribute growth from adoption to traditional T -type firms, but its ambiguous
as to whether it should be here or to M -type firms. Figure 21 plots the cumulative and annual
contributions of each type of firm.

Figure 21 highlights the dramatic change in the relative importance of the two firm types over
the transition period. The increase in the importance of modern firms coincides with the diffusion
of the modern technology. The main takeaway from this alternative decomposition is the timing of
this shift and its relation to the shape of aggregate growth. Specifically, the the growth rate switches
from falling to rising at around the same point that modern firms begin to overtake traditional firms
in terms of growth contribution (panel (b), Figure 21). Along with the other results, this suggests a
simple explanation. The asymmetry between modern and traditional firms suggests that incomplete
spillovers slows the growth of traditional firms relatively more than modern firms. Therefore, when
traditional firms contribute relatively more to growth, this creates a larger cost in terms of “lost”
aggregate growth.
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Table 18: Moment Sensitivity to Parameters

Moment Description ∆ψx ∆λi ∆λx ∆ψe ∆S ∆γd ∆γu ∆ηx
M1 Growth Rate -9.2 0.11 0.0 15.2 -4.3 0.7 -5.3 -0.4
M2 R&D Intensity 6.5 -0.14 0.0 -30.4 18.9 -1.0 6.5 1.9
M3 Entry Rate -3.1 2.0 9.0 -1.9 6.6 0.0 -1.3 -1.0
M4 Rel. Int. Freq. 0.0 10 -9.1 0.0 0.0 0.0 0.0 0.0
M5 Rel. Int. Cites 7.1 8.8 -0.6 4.8 -3.9 -0.3 2.7 2.0
M6 Fraction Young 8.5 0.1 -0.5 -24.2 21.3 -1.8 3.3 1.2
M7 CV Patents -16.7 0.0 0.0 -16.7 -8.3 0.0 -8.3 0.0
M8 p90/p50 patents -13.4 0.38 0.0 46.6 -12.6 0.2 0.8 1.7

Notes: Table reports percentage change in moments in response to a 10% increase in the calibrated parameters.

Table 19: Comparison of BGP and Transition Path Moments

Moment Data BGP Transition
Common Targets

BGPT BGPM 1980-1985 1996-2000
R&D Intensity 4.8% 4.8% 4.8% 5.2% 4.9%
Growth Rate 2.0% 2.0% 2.0% 1.73% 1.61%
Entry Rate 5.8% 5.8% 5.8%† 9.5% 10.5%

Specific Targets
1980-1985 1996-2000 BGPT BGPM

Rel. Int. Freq. 11.3% 5.6% 11.3% 5.6% 11.6% 10.6%
Rel. Int. Cites 83.4% 85.7% 83.4% 85.7% 84.0% 84.6%

C.4 Additional Policy Experiments

To supplement the policies considered in the main text, I consider the role of subsidies to adoption
R&D. Specifically, I consider the subsidy to firm R&D given by

(1− τa)ws,tsa

where τa is a subsidy to adoption R&D. This differs from the other policies considered in that it is
targeted to R&D activities within a firm. In this regard, the policy can be viewed similarly to the
misallocation experiment in that it captures other types of policies in reduced form. Specifically,
this subsidy can be thought of as capturing any type of policy that would encourage firms to adopt
the new technology.

Figure 22 shows the results from the policy on growth and diffusion for subsidies of 25% and 50%
and a tax of 25%. The subsidies increase diffusion over the period while the subsidy lowers diffusion.
The effects tend to be quantitatively small as the indirect benefits from adoption act as a moderating
force for adoption R&D. The indirect benefits are from reduced competition resulting from fewer
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Figure 20: Comparison of Productivity Growth
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Notes: TFP data is taken from long-term productivity project (Bergeaud, Cette and Lecat, 2016) and detrended
using a HP filter with smoothing parameter equal to 100. The figure plots the growth in the trend component of
TFP.

firms using the modern technology. This implies that if adoption is initially higher because adoption
is subsidized, then the indirect benefits reduce faster and firms invest reduce investment in adoption
R&D. On the other hand, if initial adoption is lower because adoption is taxed then the indirect
benefits reduce slower and firms invest more in adoption R&D. The net effect is that diffusion
responds to subsidies, but is relatively inelastic.

Growth is similarly unresponsive to the subsidies to adoption. Mechanically, subsidies tend to
shorten the diffusion period resulting in a slightly more severe drop in growth initially as well as an
earlier recovery. Overall, all three policies lower welfare relative to the baseline economy with the
optimal policy being to not implement an adoption subsidy (or tax).

Taken with the main results, the experiment suggests that high-tech subsidies are likely to be
better at promoting diffusion and improving welfare. First, these policies are more likely to be
implementable as they do not require distinguishing between different types of R&D done within a
firm. The misallocation results highlight the potential pitfalls if firms were able to redirect adoption
subsidies to other forms of R&D. Second, diffusion is more responsive to these policies as the
feedback mechanism described above is not as problematic. The high-tech subsidies are also more
likely to be successful if they are implemented late and the early phase of adoption has already
played out.

75



Figure 21: Growth Decomposition by Firm Type
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(a) Cumulative Growth by Source
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(b) Annual Growth by Source

Notes: Figures depicts the decomposition in (28). Panel (a) shows cumulative growth, calculated as the integral of
growth attributed to each source from the beginning of the transition period to the current period t divided by
growth up to period t. Panel (b) shows annual contribution calculated as the value of the source in period t divided
by the total growth. Adoption is attributed to traditional firms.

Figure 22: Evaluation of Adoption Subsidies
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(a) Diffusion
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Notes: Figure reports counterfactual sequences over the transition period calculated using the model. Panel (a)
reports diffusion of the modern technology calculated as the relative fraction of modern products ft(M). Panel (b)
reports the growth rate gt. Solid black line reports value in baseline economy and dashed lines report values from
the counterfactual economies.
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